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Abstract

The increasing penetration of variable renewable energy, such as wind
and solar, requires the deployment of large scale energy storage or dynamic
demand side management. Leveraging the intrinsic energy storage potential
of certain electric loads could be the key for an efficient transition to green
power generation.

Plug-in electric vehicles (PEVs) are about to be introduced on a large
scale. In this paper, we investigate the savings potential of electricity re-
tailers resulting from the ability to control the charging behavior of a fleet
of PEVs using Information and Communication Technology (ICT). This
savings potential is important as it could jumpstart the development of ad-
vanced control infrastructures for dynamic demand side management.

The paper makes three major contributions: First, it applies a novel
car usage model based on data from the National Household Travel Survey
(NHTS). Second, it develops and evaluates several charging scheduling al-
gorithms with low computational requirements. Third, it identifies several
key parameters influencing the relative and absolute savings potential of
ICT-controlled PEV charging.

We obtain a relative savings potential of up to 45%. The absolute yearly
savings per PEV, however, are rather small, which could limit the economic
incentives of electricity retailers to deploy the required infrastructure.

Keywords: Plug-in electric vehicles, electricity markets, ICT business
value
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1. Introduction

Wind and solar energy is highly variable: It cannot be controlled on
demand, exhibits large fluctuations, and is random or not known in advance
[27]. Although recent wind integration studies indicate that the impact of
variable output from wind plants on system operating costs are relatively
modest [10], the possibility to store energy on a large scale or continuously
and more precisely manage the demand side could play a key role in achiev-
ing ambitious renewable integration targets. One of the most cost-efficient
ways to store large amounts energy is pumped hydro storage (PHS) [24, 23].
In fact, a number of additional PHS plants have been proposed at sites
throughout the U.S. as indicated by preliminary permits issued by the Fed-
eral Energy Regulation Commission (FERC).

Instead of using dedicated facilities to store renewable energy when it is
abundant and feed back power to the grid when it is sparse, the demand
side could be influenced so that more energy is consumed during periods
of high renewable energy supply and vice versa [26]. Today, many utilities
manage the demand for electricity to reduce peak load [29]. The corre-
sponding demand response (DR) programs provide economic incentives for
businesses to reduce their electricity consumption during certain time peri-
ods upon request. Demand side management is currently being rolled out
on the retail level, as well: The deployment of advanced electricity meters
that can measure consumption during certain time periods, so-called smart
meters, will enable the billing of time-of-use (TOU) tariffs. End consumers
could then reduce their electricity bill by shifting power usage from times
of high prices to times of low prices. For instance, they could refrain from
turning on the washer in the peak price hour and wait until prices decrease.
Using the energy storage potential of certain electric loads could turn out
as the key for an efficient transition to green power: In contrast to large
scale energy storage, e.g. PHS, demand-side control could come at very low
variable cost. Efforts that are directed towards the coordinated control of
large populations of electric loads using Information and Communication
Technologies (ICT) are often summarized under the term “smart grid” [14].

Although experiments cited by [2] have shown changes in electricity con-
sumption of retail customers when they were exposed to TOU tariffs, it
remains to be seen whether this is a stable behavior considering the mi-
nor savings opportunities. Empirical studies of TOU programs come to the
conclusion that average households could save between 10 and 15% of their
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electricity bill if they adjusted consumption to the considered TOU tariffs [2].
Given the relatively high cost of metering equipment and the effort involved
in monitoring and adjusting electricity use, this savings potential appears
disproportionate: With the yearly electricity bill of average US households
ranging at about $1,200 [31], the savings potential amounts to between $120
and $180 per year.

In contrast to aggregate power consumption, the electricity generated
from wind and sun is highly variable [5]. Therefore, the prices charged
to electricity consumers would have to be equally dynamic to be useful in
aligning demand with renewable supply. The wholesale price of electricity
already reflects the variability of renewable output. In fact, the occurrence
of negative electricity prices in today’s electricity markets is often due to
unpredicted ramp-ups of wind power generation. To date, the question how
the prices paid by end consumers can be made more dynamic to reflect the
variability of supply remains largely unanswered.

One solution could be to facilitate the access of smaller generators and
consumers, possibly down to the single household level, to existing electricity
markets. Corresponding proposals face opposition both from the utilities
and consumers: Utilities fear the abolishment of their core business model,
namely reselling electricity. Consumers fear to be exposed to highly volatile
electricity prices. Common market access would also complicate the task of
grid operators even further: Running the power markets is a highly complex
task which involves optimal scheduling of generation units, solving complex
power flow problems, and balancing supply and demand instantaneously to
avoid damages to the grid or blackouts. The more generators and loads
participate in these markets, the more difficult the coordination task of the
grid operator becomes.

A more effective approach for managing demand in response to whole-
sale prices would thus be to leave it up to electricity retailers to leverage the
flexibility of customer demand. Technologically, this could be achieved by
enabling two-way communication between the retailers and the customers:
The retailer broadcasts a dynamic retail price which triggers a change of
consumption. This change is in turn measured by the utility creating a
feedback loop. The combination of smart meters and two-way communica-
tion infrastructure is often referred to as Advanced Metering Infrastructure
(AMI). The [11] estimates the average hardware cost per meter at $76. The
capital costs related to communications infrastructure installation ranges
from $125 to $150 per meter.

Both of these institutional designs imply that end consumers are willing
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and able to manage their demand. In the absence of further home au-
tomation, such as remotely programmable thermostats and controllers for
washers, customers would have to spend the time required for planning and
controlling their consumption, maybe even on a sub-hourly basis. If cus-
tomers invested in the required home automation technology relieving them
from these tasks, they would incur the corresponding cost and face the risk
of being negatively affected by the automated control of their appliances.
In addition to AMI, the automatic response of flexible loads requires in-
dividual device controllers. Some appliance manufacturers have started to
market “smart grid ready” products, e.g. Miele [19]. The National Institute
of Standards and Technology (NIST) has published a certification process
for such products to facilitate their commercialization [20]. However, given
the low financial savings potential mentioned above, the chances that cus-
tomers will take the lead in deploying smart grid technology are rather low.

If electricity retailers were able to control the demand of their customer
base, they could shift power consumption to times of low wholesale prices.
Unlike small end users, electricity retailers have a major business interest in
reducing their souring cost: The resale of electricity is their core business
and the aggregated demand of the end consumers they serve is substantial.
Thus, they could also have sufficient economic incentives to pay for the de-
ployment of the information systems required to control customer loads [9].
We therefore believe that a more realistic scenario for leveraging the flexi-
bility of flexible loads is their centralized control by electricity retailers.

Plug-in electric vehicles (PEVs) are just about to be introduced on a
large scale [1]. The electricity demand of these vehicles will be substantial.
Moreover, since most people use their cars for a short time periods, the
time they are parked is usually longer than the time required for recharging.
The charging behavior of contemporary PEVs can already be controlled
remotely. The Chevrolet Volt, for instance, comes with a mobile phone app
called Onstar Remotelink that allows users to specify the charging start
time and charging mode [13]. Technologically, it is possible to delegate this
control to a PEV charging aggregator. No additional hardware, like in the
case of appliance controllers, would be required. The deployment of PEVs
with the communication interfaces required for remotely controlled charging
already in place thus creates a window of opportunity for leveraging flexible
loads on a large scale. Henceforth we refer to electricity retailers with access
to the wholesale market who are able to control a fleet of PEVs as PEV
charging aggregators.
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We assume the following two-way communication between a PEV charg-
ing aggregator and customer PEVs: The PEVs let the aggregator know when
they connect to or disconnect from a charging station. Upon connection
they reveal their battery charging level. If the PEV driver cannot specify
the starting time of the next trip, it has to be predicted by the aggregator.
How this could be done in practice remains an open research question which
we do not address in this work. In addition to the start time of the next trip
and the connection period, the aggregator needs to know the charging rate
and battery capacity of each PEV. Based on this information, it can devise
a charging schedule and send it back to the PEV for implementation.

An important first step for determining the potential and feasibility of
the scenario described above is to quantify the business potential of an in-
formation system for centralized PEV charging control. If this potential
turns out to be insignificant, aggregators could refrain from deploying such
systems. As a result, the intrinsic storage of PEVs might not be used to
facilitate renewable integration if not mandated. In the opposite case, com-
petition between PEV charging aggregators could eventually lead to the de-
ployment and further improvement of charging control infrastructures over
time. Moreover, if the additional information provided by drivers turns out
to be useful for making the system more efficient, aggregators may create fi-
nancial incentives for PEV drivers to provide this information. In this paper,
we therefore investigate the savings potential of controlled PEV charging for
aggregators with access to the wholesale electricity market. We evaluate and
compare different charging schemes using empirical driving profiles and mar-
ket data.

The remainder of this article is organized as follows. In the next section,
we review academic literature related to our work. The ensuing Sections 3
and 5 explain the model and charging policies we evaluate, the data we base
our analysis on, and the results we obtained from numerical experiments.
Section 6 discusses the limitations of this work and outlines promising future
research in this area. Section 7 provides our conclusions.

2. Related Work

The value of shifting electricity demand over time has long been realized
by utilities and has lead to the development of demand response programs
[29]. Most DR programs focus on the reduction of peak demand which is
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relatively well predictable. The programs usually imply incentive-based vol-
untary demand reduction or interruptible service. To date, only relatively
big loads, e.g. factories, can participate in these programs. However, the
current deployment of smart meters in selected neighborhoods motivates
TOU tariffs even on the household level. [26] provides a good overview of
demand side management. For detailed information on existing initiatives,
tariffs, and experiences, we refer the reader to [2] and [29]. Although re-
search on traditional DR, including research on the impact of static TOU
tariffs on household electricity consumption, is closely related to this work,
the institutional contexts differ substantially: Instead of analyzing a sce-
nario in which loads voluntarily react to static or well predictable incentive
scheme, we investigate a situation in which electricity retailers have direct
access to flexible loads and continuously manages their demand based on
partly unpredictable wholesale markets.

The challenges associated with the increasing penetration of variable re-
newable energy sources have revived the interest in demand response. [9]
explore the conceptual requirements and opportunities to develop load con-
trol schemes that are competitive with conventional generation-based ap-
proaches. One of the major goals they identify is “full responsiveness” de-
fined as enabling high-resolution system-level control across multiple time
scales. A second goal is “non-disruptive” control, meaning that control
should have an imperceptible effect on end-use performance. We assume
that the PEV control infrastructure outlined in this paper achieves both
goals. [9] discuss two examples of controlling small distributed flexible loads:
thermostatically controlled loads and PEVs. Similar to previous work in the
area of demand response, e.g. [32] or [16], the goal of the investigated co-
ordination schemes is on filling valleys of grid demand rather than reducing
the electricity sourcing cost of retailers as discussed in this paper.

[21] and [22] investigate suitable control algorithms for coupling the
power supply of wind generators with deferrable loads when there is the
additional possibility to source electricity on the wholesale spot market. In
both papers, the authors propose centralized control approaches based on
approximate stochastic dynamic programming. In their evaluation of the
algorithms, they use empirical wind and pricing data. However, in contrast
to this work, they only use a highly abstract model for the flexible loads.
Still, the scenario they consider is somewhat similar to the one we consider
in this article since it describes an aggregator serving a flexible load based
on the development of the spot market price for electricity.

[4] describe a similar vision as [9], namely fully responsive loads. They
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postulate that in the near future many electrical devices will include two-way
communication capabilities that could allow grid operators to influence when
they consume energy. According to them, low latency Internet protocols will
play a major role in this development. They demonstrate the concept by
providing details on a prototype smart charging system developed at Google.
The described system dispatches the total charging load in a blended fashion
to follow both wind generation and to provide regulation ancillary services.
The scenario they consider is very similar to the one this article is based
on: A PEV charging aggregator centrally controls the recharging cycles of a
population of vehicles in response to the grid’s load and the balance of supply
and demand. In contrast to us, [4] only use a very simplistic vehicle usage
model and also focus on ancillary services, in particular frequency control,
which necessitates charging control on a time scale of a few seconds.

[25] analyze the impact of the controlled and uncontrolled charging of
plug-in hybrid electric vehicles (PHEVs) on emissions and generation costs
in the state of Ohio. They use a unit commitment model to simulate the
cost minimal scheduling of fossil-fueled generators assuming that PHEVs
and generation dispatch are co-optimized. Their vehicle model uses a com-
bination of empirical driving patterns data collected from 227 instrumented
vehicles and the ADVISOR Advanced Vehicle Simulator [18]. ADVISOR
considers the subtleties of fuel and electricity consumption of PHEVs, espe-
cially the combined use of gasoline and battery energy, but requires detailed
data on speed, torque, etc.

[24] use a more advanced PHEV model, but the context of their study
is fundamentally different from ours. They also explore the value of PHEVs
as grid resources using similar models as in [25]. In contrast to us, they also
consider vehicle to grid (V2G) services, i.e. the practice of feeding electricity
stored in vehicle batteries back to the grid.

Our work is novel in several ways. In contrast to the works cited above,
we investigate the cost savings potential that could be realized by PEV
charging aggregators acting as intermediaries between generators and PEV
users. Our sole figure of merit is the charging cost incurred by PEV aggre-
gators, not the overall grid cost. This choice is motivated by our objective:
We want to determine the economic incentives of these organizations to de-
ploy the advanced information system required to leverage flexible loads.
We developed a vehicle usage model based on representative vehicle usage
data from the National Household Travel Survey (NHTS) and realistic PEV
specifications based on the Chevrolet Volt and the Toyota Prius PHEV.
This usage model allows us to consider a number of important sensitivity
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parameters not included in previous models. Furthermore, we specify and
evaluate several innovative scheduling approaches for PEV charging. Our
evaluation is based on the institutional design of the wholesale electricity
market in California and corresponding historic price data.

3. The Model

We assume that the PEV aggregator serves an urban area in the densely
populated San Francisco Bay Area and participates in the wholesale elec-
tricity market operated by the California Independent System Operator
(CAISO). Therefore we use historical electricity prices at the corresponding
node of the transmission network. Furthermore, we assume that all cus-
tomer households charge their PEVs using either level-1 or level-2 charging
devices since charging at higher voltages is not feasible at all grid connection
points. More information on charging devices will be provided in Section
4.2. Although charging stations are expected to be ubiquitous soon, most
of the electrical power consumed by privately used cars will be delivered at
home or at work. Our vehicle usage model allows us to distinguish charging
at home, at work, or other locations. The PEV aggregator is modeled as
a price taker, i.e. we assume that the amount of electricity it buys on the
wholesale market is too small to have a significant influence on the price.
This assumption has been used previously in this context, e.g. by [24]. The
aggregator can take part in the day-ahead and the real-time market. In this
paper, however, we assume that it only submits bids to the day-ahead mar-
ket. Both markets allow participants to trade futures for power generation
and consumption. In particular, load aggregators bid for the right to con-
sume a constant power rate during a fixed period of time in the future. The
day-ahead and the real-time market differ regarding the shortest allowable
time period between bid placement and price determination as well as with
respect to the settlement frequency:

Bids to the day-ahead market have to be submitted before 10 AM the
day before the trading day [7]. The prices determined by the corresponding
market processes are published at 1 PM on the day before the trading day.
Thus, a PEV aggregator would have enough time to align its charging control
with these prices. Offers are for constant power generation or consumption
during each hour of the corresponding day.

Bids submitted to the real-time market are for 5 minute intervals and
have to be submitted 75 minutes before the start of the trading hour [6].
Differences between the actual generation or consumption and the electrical
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energy sold or purchased on the day-ahead market are charged based on the
real-time price during the corresponding 5 minute interval [3].

As an example, consider the following case: The PEV aggregator has
purchased the right to consume 20 MW during the hour between 4 and 5
AM at a price of $50 per MW. Between 4:00 and 4:05 AM, the PEVs only
draw 10 MW on average but then ramp up to 20 MW during the remaining
time. In this case, the aggregator would receive a balancing payment from
the CAISO because less power was consumed than purchased in advance.
The balancing payment is calculated by multiplying the difference, i.e. 10
MW, with the real-time price and the hour-to-minute conversion factor, i.e.
1/12 in this case. If the real-time market price was below the day-ahead
market price during the relevant period, the aggregator incurs a loss. In the
opposite case, it makes a profit.

Generators also have to pay an additional penalty, the so-called unin-
structed deviation penalties (UDPs), if the power they feed in exceeds or
undercuts a certain threshold during the corresponding time interval [3]. In
the Californian electricity market, UDPs do not apply to loads. Demand
aggregators can therefore purchase no electricity in advance and incur the
balancing cost imposed by the CAISO whenever they consume electricity.
This is equivalent to submitting a market order to the real-time market.

3.1. Immediate Charging Policy

As our benchmark policy we consider immediate charging: Charging be-
gins immediately after the PEV has been connected to the power outlet and
continues without interruption, either until the battery is full or the vehicle
is disconnected by its user. We assume that the PEV aggregator buys the
electricity required for charging PEVs on the day-ahead market. Therefore
the aggregator uses all available information to predict the aggregate power
consumption of the PEV fleet. We present details about how we model the
charging demand forecast in Section 5.1. The electricity sourcing cost of the
PEV aggregator is the sum of the cost of the purchased day-ahead futures
plus the balancing charge imposed by the CAISO. The immediate charging
policy does not require a communication infrastructure for remote-controlled
charging. It could, e.g., be set as the PEV’s factory default.

3.2. Smart Charging Policy

Smart charging requires the two-way communication infrastructure de-
scribed in Section 1. This infrastructure allows the PEV aggregator to sched-
ule the charging time of PEVs during parking intervals according to certain
criteria. In this case, the aggregator allocates charging time in increasing
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order of the corresponding day-ahead market prices. The PEV aggregator
first predicts the aggregate demand caused by smart charging based on a
model of the PEV fleet. Then, it buys the predicted amount of energy on
the day-ahead market. The difference between the actual demand resulting
from the smart charging policy in each minute and the power sourced on
the day-ahead market thus determines the balancing charge.

3.3. Smart Greedy Charging Policy

The smart greedy charging policy is a refinement of the smart charging
policy described above: Similar to smart charging, it uses the a correspond-
ing PEV demand forecast to determine the amount of energy to be purchased
on the day-ahead market. Upon submission, the actual charging jobs are
scheduled according to the smart policy. As soon as the real-time prices for
a certain time interval are known, charging time is reallocated according to
the following rule: If charging time has been previously scheduled at time
tj at a day-ahead market price of pDA(tj) and there is an earlier time ti
available for charging with a real-time price pRT (ti) < pDA(tj), then the
PEV load is rescheduled from tj to ti in descending order of pDA(tj)− pRT .
We explain the rationale behind this rule using a short argument. For this
purpose, we make two assumptions: (i) The aggregator is clairvoyant, i.e.
its demand forecast is completely accurate, and, (ii), the expected value of
the real-time price is equal to the expected value of the day-ahead market
price. Assumption (i) implies that the aggregator always buys exactly the
amount of energy it needs to satisfy PEV charging demand. Thus, reducing
or increasing the amount of charging at time t always results in a return
or loss of pRT (t). Assumption (ii) reflects the fact that the day-ahead price
can be considered as a prediction of the real-time price. It implies that the
expected value of pDA(tj) is equal to the expected value of pRT (tj). Thus,
taking assumptions (i) and (ii) together, the aggregator’s expected profit
from charging at time ti instead of time tj is pDA(tj) − pRT (ti). Shifting
charging demand in descending order of the magnitude of the achievable
profit maximizes the overall expected profit. We call this charging policy
greedy since it reschedules PEV load based on the current real-time price:
It thus takes advantage of profitable opportunities in the present without
considering the profitable opportunities in the future.

3.4. Greedy Charging Policy

The greedy charging policy assumes that the PEV charging aggregator
does not participate in the day-ahead market. All power drawn from the
grid over time is thus charged at the real-time price. This is equivalent to
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submitting market orders to the real-time market and is currently not re-
stricted if the market participant is a load. We have already noted above
that the day-ahead market price pDA(t) can be considered as a predictor of
the real-time price pRT (t). Thus, if pDA(t) > pRT (t), we can consider power
consumption at time t as unexpectedly cheap. This rationale motivates a
greedy charging policy that schedules charging intervals whenever the ob-
served real-time price is smaller than the day-ahead price. When there are
no more charging time slots left to delay charging and still reach the re-
quired charging level, PEVs are charged irrespective of the corresponding
price levels.

4. The Data

4.1. PEV Specifications

We consider two types of PEV in this study: the Toyota Prius PHEV [28]
and the Chevrolet Volt [12]. Both cars are already available for purchase.
Their specifications have been released by their manufacturers and have
partly been validated by independent organizations, in particular by the US
Environmental Protection Agency (EPA). Table 1 lists the specifications
relevant for our study. The Prius PHEV is a hybrid electric vehicle, i.e.
it possesses both an electrical and a traditional transmission. The PHEV
version is similar to previous versions of the Prius in that it minimizes gas
consumption by generating electricity during operation, e.g. by reverting
brake energy to power. The major difference compared to earlier versions is
that its battery can be charged externally. This also explains the differences
of the electric mileage. The Volt only has an electrical transmission. Its
battery can be recharged during operation using the power generated by a
small combustion engine. This engine is often referred to as range extender.

Parameter Toyota Prius PHEV Chevrolet Volt

Average electric range 11 miles 35 miles

Level-1 full charging duration 180 min 600 min

Level-2 full charging duration 90 min 180 min

Table 1: PEV parameters

We did not consider pure electric vehicles that cannot run on gas, such
as the Nissan Leaf. Their limited range would change the basic statistical
properties of current driving patterns, e.g. the mean and variance of trip
distances. For this reason, empirical data on current driving behavior cannot
be used for evaluation. Since all considered vehicles can be operated using
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gasoline only if necessary, we assume that the driving patterns of such cars
will not differ substantially from traditional cars.

4.2. Charging Infrastructure

The development of charging connectors for PEVs has already come a
long way. In the U.S., SAE International has been very active in developing
corresponding standards. In contrast to gas refueling, charging PEV batter-
ies is controlled from within the car. Remote charging control would thus
have to connect to on-board car systems.

Power outlets usable for PEV charging can be distinguished into three
types that have been labeled level-1 to level-3. Level-1 charging refers to
connectors based on single phase alternating current (AC) household out-
lets (120 Volts, 12 Amperes). Level-2 charging takes place at split phase AC
outlets with higher voltages (240 Volts and up to 32 Amperes). The most
inexpensive level-2 charging devices that can be installed by home owners
provide 3.3 kW of power (240 Volts, 14 Ampere). In this study, we as-
sume the availability of two charging options: level-1 charging from existing
household outlets (1.4 kW) and level-2 charging using the most inexpensive
charging device (3.3 kW). Faster PEV battery charging is also possible, but
usually requires both higher voltages and current capacity. The SAE J1772-
2009 connector can supply 16.7 kW (240 Volts, 70 Amperes); the CHAdeMO
DC Fast Charger can even provide 62.5 kW (500 Volts, 125 Amperes). The
latter allows for recharging the battery of a Nissan Leaf to 80% in less than
30 minutes. Level-3 charging requires industrial-size power outlets that are
usually not available in residential areas. Although level-3 charging is ex-
pected to become increasingly available once PEV adoption is gaining pace,
level-1 and level-2 charging will most likely be deployed first. Therefore we
concentrate on these charging levels in this work.

4.3. Trip Patterns

In this section we describe our approach to obtain representative driving
patterns from the National Household Travel Survey (NHTS) data. Fur-
thermore, we explain how the generated vehicle usage traces can thereafter
be used to infer PEV charging jobs. The collected dataset is publicly avail-
able and contains trip data reported by more than 150,000 U.S. households
[30]. The survey asked household members for all trips they completed on a
particular day in 2009. The allocation of reporting days to households was
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done such that a roughly equal share of data was collected for each week-
day/month type. In addition to the trips, households provided information
about vehicles in use.

To obtain the subset of the NHTS data we are interested in, we applied
a number of selection criteria outlined in the following. We selected all trips
completed by car of equal size as the PEV model considered in this study.
Daily driving profiles are assembled by collecting the trips of individual
vehicles completed on one day. We do not use any daily driving profiles
that either begin at other locations than home or end at such locations.
Redundant trips resulting from the reports of several household members
who shared the same vehicle were deleted. To ensure a sufficient level of
data quality, we applied a number of plausibility rules. If trips in a daily
driving profile overlapped, the entire profile was removed from the database.
Some trip reports implied unrealistically high speeds. We therefore deleted
entire daily profiles if the average speed of one of its trips exceeded 80 mph.

After all selection criteria and quality assurance had been applied, we
obtained a total of number of 140,707 daily driving profiles from an initial
set of 178,070 profiles.

We created a software tool, the NHTS driving profile generator, that
uses randomly sampled daily driving profiles from this database to generate
one year long driving profiles. To produce a realistic set of such yearly
driving profiles with characteristics corresponding to the database of daily
driving profiles, we subdivided the latter into weekday/work (nw/w = 43, 933
profiles), weekday/non-work (nw/nw = 61, 199 profiles), and weekend profiles
(nw = 35, 575 profiles).

The NHTS driving profile generator concatenates daily driving profiles
based on the assumption that vehicle usage can be distinguished into two
types: commuting to work and other purposes from Monday to Friday (work
vehicles) and usage for other purposes only (non-work vehicles). We assume
that no vehicle is used for commuting to work on weekends. The fraction of
weekend daily driving profiles that included at least one work-related trip is
less than 10%.

For this study, we generated a total of 6 sets of driving profiles. Each
of the sets contains 10,000 individual yearly driving profiles. 2 sets contain
work vehicles only, 2 sets contain a 50% share of work vehicles, and 2 sets
contain non-work vehicles only. The 2 sets of profiles in each of the groups
differ with respect to the seed provided to the random number generator
used for sampling daily driving profiles.

Before starting the actual generation of yearly driving profiles, each work
vehicle is assigned a commute distance drawn from an empirical probability
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distribution. We derive this distance distribution directly from the set of
all weekday/work daily driving profiles in the database. We assume that
the distance to work remains the same during the target year. The week-
day parts of work vehicles’ yearly driving profiles are composed of randomly
chosen daily driving profiles of the weekday/work type with the same work
distance. The weekday parts of the non-work vehicles’ yearly driving pro-
files are generated by concatenating daily profiles of the weekday/non-work
type. For the weekend parts of both the work and non-work vehicles’ driv-
ing profiles, the tool appends randomly chosen daily driving profiles of the
weekend type.

Many vehicles that could be replaced by PEVs were not used on the
day that NHTS asked for. We computed the corresponding non-usage frac-
tions on weekdays and weekends by taking the number of deleted profiles in
each category into account. The non-usage fractions are 0.4936 and 0.4138,
respectively. For the weekday/work profiles we assume that the non-usage
fraction is zero since the corresponding vehicles are used for commuting on
every weekday. During the generation of the yearly driving profiles, the pro-
file generator randomly inserts idle days (instead of weekday/non-work and
weekend daily driving profiles from the database) based on the correspond-
ing non-usage fractions.

4.4. Charging Jobs

Based on the vehicle usage data, we inferred PEV charging jobs by as-
suming the relevant PEV and charging infrastructure characteristics de-
scribed in Sections 4.1 and 4.2. Each charging job has a start time, i.e.
when the PEV is plugged in, and a stop time, i.e. when the PEV leaves for
the next trip. The time in between can theoretically be used for charging.
In this work, we consider three charging location: home, work, and other
locations.

Based on the charging level at the start time of each parking interval,
the necessary recharging time can be computed. We assume that each PEV
maximizes the battery charge available at the end of each parking interval.
This approach guarantees non-disruptive operation as defined in [9]: In each
parking interval, the maximum amount of energy is put into the battery,
independent of the chosen charging policy including immediate charging.
Thus, controlled charging does not make PEVs any less attractive than
uncontrolled charging. The difference between the parking interval and the
inferred charging time is the charging “slack” that can be used to shift
charging load. We partition the parking interval into one minute long time
intervals, each of which can either be used for charging or not.
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To our knowledge, there currently exists no publicly available data on
actual electric vehicle charging efficiency over time using different schedules.
Therefore we assume that charging efficiency is independent of charge rate,
and that the energy stored in a battery at the end of an interval depends only
on the total energy delivered to the PEV and, in particular, is independent
of the power trajectory.

Finally, we restrict the parking interval usable for load shifting to the
first 24 hours from the beginning of the charging interval. Thus, if a vehicle
is parked for several days, all charging has to be done within the first day.

4.5. Wholesale Electricity Prices

To calculate the charging cost of the different policies described above,
we use a one year long trace of the day-ahead and real-time prices at one
price node in the control area of the CAISO. Both price traces are available
for each hour from Jan 1 to Dec 31 of 2010 from the OASIS database [8].
The day-ahead prices are for each hour whereas the RTM prices are for 5
minute time intervals, respectively.

5. Numerical Study

5.1. Setup

The time horizon of our simulation is one year. Our goal is to compare
the total yearly wholesale charging cost resulting from the different policies.
This cost is assumed to be equivalent to the cash flow from the aggregator
to the CAISO, i.e. we do not apply any discount factors.

To determine total cost, we have to run two simulations for each policy
p that uses demand forecasting, i.e. all policies except the greedy policy.
In each of these cases, we use 2 sets of vehicle traces that were generated
using different seed for the random number generator: seeds A and B. The
vehicle usage traces generated with seed A are then used to determine the
forecasted charging demand, and the usage traces generated with seed B
are used to simulate the actually encountered charging jobs. For the greedy
policy we use seed B to make the final resulting costs comparable.

Since the demand forecast for the smart greedy policy is identical to the
one for the smart policy charging policy, we have to run a total of 6 year-
long simulations for each full comparison of the cost saving potential. To
analyze the impact of the remaining model parameters, we used one default
configuration and repeated the simulation experiment with changes to one
the parameters at a time. The sensitivity parameters include the fraction of
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work vehicles in the fleet, αw, the vehicle type used for the simulation, t, and
the charging rate r, and the considered combination of charging locations,
l. Table 2 shows all parameters that have to be provided as input to each
simulation run.

Parameter Values Description

t Prius; Volt Vehicle type

p immediate; smart; smart greedy; greedy Charging policy

αw 0; 0.5*; 1 Share of work vehicles

r 1.4 kW (level-1); 3.3 kW (level-2)* Charging rate

l home; home and work*; all locations Charging locations

Table 2: Model parameters (* indicates default value)

5.2. Results

Figure 1 demonstrates the impact of the different policies on the elec-
tricity demand of the PEV fleet. It covers a time period of two days. Each
tick on the horizontal axis represents 2 hours.

Immediate charging (Figure 1(c)) produces a very regular wave pattern
of energy consumption with a period of one day: The two daily peaks of
power consumption lie at approximately 8 AM and 6 PM, and there is
usually very little power consumption between midnight and 6 AM. This
electricity consumption pattern is very disadvantageous, both regarding the
sourcing cost of the aggregator and for the grid as a whole: Roughly half
of the charging energy is drawn from the grid during times of high overall
demand as indicated by high electricity prices, especially during the evening
peak demand period. This result is intuitive since many vehicles return
home from work or other activities at this time and would start charging at
the same time as their drivers begin to consume electricity at home.

Figure 1(d) shows how smart charging avoids the problem of charging
PEVs during the evening peak. The reason why the plots also show sig-
nificant charging demand between noon and 6 PM is that many commuter
vehicles are charged at work and non-work vehicles return home during the
day: These charging windows are fully exploited to maximize the service
level.

Using smart greedy charging, a fraction of the demand is shifted to peri-
ods of low real-time prices. This can be observed on Figure 1(e): Charging
energy from the pre-scheduled off-peak intervals is moved to the front which
produces demand spikes during the day.

The greedy charging policy produces a highly volatile demand pattern, as
it is very sensitive to the fluctuations of the real-time price (cp. Figure 1(f)).
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Figure 1: DAM prices (a), RTM prices (b); demand caused by (c) immediate, (d) smart,
(e) smart greedy, and (f) greedy charging policies for the week Jan 4 to Jan 6, 2010.
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Most of the charging demand still occurs during times of relatively high
prices including the evening peak. This explains the rather low performance
of this policy compared to the smart and smart greedy policy.

Table 3 lists the percentage cost savings resulting from smart, smart
greedy, and greedy charging compared to the immediate charging policy. To
demonstrate the impact of the sensitivity parameters used in the simulation,
we provide the result for the default parameter configuration (αw=0.5, r=3.3
kW, l=“home and work”) and then vary each parameter separately to show
the corresponding effect on the cost savings.

Toyota Prius PHEV Chevrolet Volt

Parameter Value Smart S. greedy Greedy Smart S. greedy Greedy

Default * 24.7% 31.4% 16.8% 23.9% 29.5% 17.1%

αw 0 33.0% 42.2% 16.8% 33.0% 41.0% 18.5%

1 22.5% 28.6% 16.8% 21.7% 26.8% 16.7%

r 1.4 kW 24.1% 28.5% 16.7% 18.6% 22.5% 14.3%

l home 35.8% 44.7% 18.3% 35.7% 43.2% 20.6%

all loc. 17.3% 23.1% 11.6% 17.5% 22.5% 12.1%

Table 3: Relative cost savings (* indicates default value)

The percentage cost savings range between 11 and 45%.
The highest savings are possible using the smart greedy policy. Due to

its design, it always performs significantly better than the smart policy. The
combination of smart and greedy policy components thus works well.

The fraction of commuter cars in the controlled PEV fleet, αw, and the
possible charging locations, l, are interrelated. Both parameters influence
the distribution of charging load during the day, which is important when
it comes to profitable load shifting: If charging at work is possible and
there are many commuter cars in the fleet, more charging has to take place
between 9 AM and noon and between 1 PM and 5 PM, i.e. when most
commuter vehicles are parked at the work place. During these time periods,
the variation of day-ahead prices is usually rather small (cf. Figure 1(a)).
This reduces the possible cost savings. If charging is possible at all locations,
this potential shrinks even more. In this case, many shorter parking periods
without slack are added, which further reduces the shiftable fraction of the
total charging load. If charging is only possible at home, more commuter
cars actually cause the cost savings potential to increase. This is a result of
the higher utilization of commuter vehicles on weekdays.

In relative terms, a lower charging rate slightly reduces the cost savings
potential: Since charging takes longer, the charging jobs have less slack.

Table 4 provides the absolute per PEV cost savings which can be used
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Toyota Prius PHEV Chevrolet Volt

Parameter Value Smart S. greedy Greedy Smart S. greedy Greedy

Default * $13.47 $16.89 $9.11 $15.75 $19.19 $11.21

αw 0 $7.22 $9.12 $3.63 $7.91 $9.73 $4.40

1 $19.79 $24.74 $14.71 $23.32 $28.42 $17.83

r 1.4 kW $10.75 $12.66 $7.40 $11.78 $14.14 $9.00

l home $12.71 $15.63 $6.45 $14.84 $17.72 $8.48

all loc. $13.59 $17.89 $9.13 $15.83 $20.09 $10.98

Table 4: Absolute cost savings per PEV (* indicates default value)

as input for an investment analysis. As one can see, these numbers are
surprisingly small. They start below $10 per year and range up to $28. For
the Volt, they are always slightly higher.

Comparing the relative cost savings figures in Table 4 with the ones in
Table 3, one can see that the impact of some factors can be reversed: For
instance, the more charging locations there are, the lower the relative cost
savings, but the higher the absolute savings.

The relative cost savings are slightly greater for the Prius whereas the
absolute savings per PEV are greater for the Volt. This result is due to the
fact that the Volt has a higher electric range causing it to consume more
energy in total. It is surprising, however, that the difference in absolute
savings is rather small given the fact that the Volt has more than twice
the average electric range of the Prius. One explanation for this is the
larger slack time fraction in Prius charging jobs: The maximum charging
duration is limited by the PEV’s battery capacity while the parking periods
are equally long in both cases. This increases the profit per shifted charge
time slot.

There is a high financial penalty associated with using level-1 instead
of level-2 charging because slower charging reduces both the potential of
profitable load shifting and the total energy consumed by the cars. More
commuter vehicles in the fleet also increase the latter and thus lead to the
same result. PEV aggregators should therefore pay close attention to their
customers’ driving habits and possible charging rates when evaluating a
smart charging business case.

6. Limitations and Future Work

In future work we plan to further improve the vehicle usage model in-
troduced in this paper. Many assumptions we make to concatenate daily
driving patterns in a pragmatic way can still be relaxed. We intend to
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complement the NHTS data with data from other sources, e.g. GPS-based
measurements of driving behavior.

An important assumption we make is the insignificance of the aggrega-
tor’s influence on wholesale electricity prices. Although this assumption is
justified as long as PEV adoption remains low [24], the influence of higher
demand cannot be ignored in the future. For instance, if generation capacity
does not increase at the same pace, wholesale electricity prices are bound to
increase eventually. We plan to develop economic models that are able to
capture this effect. Seminal work in this area includes [17], which provides
a useful starting point to extend our work in this direction.

Another useful extension of this work would be the consideration of
increasing renewable generation capacity. This would imply the development
of a market model that is able to capture this effect on the day-ahead and
real-time market.

PEV aggregators could also participate in the ancillary services markets
[4]. Therefore they would have to offer the potential to increase or decrease
the electricity consumption of the controlled fleet upon short notice. Pro-
vided the rather low absolute savings potential of controlled PEV charging
if an aggregator participates in the day-ahead and real-time markets, the
markets for regulation or load following could yield a much more promising
business case. We intend to use our model to conduct an analysis of the
additional value that could be realized this way.

We did not consider V2G capability in this article. In future work,
we plan to investigate how this capability would change the presented cost
savings. On the one hand, V2G could make demand side management more
flexible. For instance, PEV demand could be reduced during times when
many vehicles are fully charged by feeding back power to the grid. On the
other hand, due to the requirements of non-disruptive charging and limited
knowledge of future driving behavior, the possible discharging times and
durations would be rather limited: The charging level at the end of each
parking interval would have to be the same, no matter how many charging
and discharging cycles are fitted within the interval. Moreover, the V2G
operation of PEVs results in a round trip loss of energy in the range between
10 and 20% [24]. This energy would have to be purchased in addition to
the energy used for driving. Since V2G does not benefit PEV owners, the
cost of this energy could not be passed on to them. Another issue with
V2G is the reduction of battery lifetime it causes by adding discharging
cycles [15]. The corresponding cost would also have to be compensated by
the PEV aggregator. In summary, the impact of V2G capability on PEV
aggregators’ margins is non-trivial. We therefore believe that investigating
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this impact could be an interesting future research topic.
Last but not least, we have assumed in this paper that the next trip

departure time can be estimated with high accuracy upon completion of
the current trip. Since this is a very strong assumption, our results should
therefore be understood as an upper bound of the possible cost savings. In
the future, we plan to extend our model by providing the possibility to vary
the degree of accuracy with which driving behavior can be predicted. We also
intend to study available longitudinal driving profiles to assess the accuracy
of different forecasting methods based on historical driving behavior.

7. Conclusions

We presented a method for quantifying the business value of controlled
PEV charging in California. This business value is essential information for
organizations intending to offer PEV charging services. We showed that it
strongly depends on a number of fleet characteristics, in particular on the
types of vehicles in the fleet, the fraction of commuter vehicles, the available
charging rate, and the available charging locations. All these parameters
thus need to be considered when preparing a business case.

ICT infrastructures for controlling PEV charging can be implemented
in a variety of ways using different communication channels and protocols.
Depending on their capabilities, e.g. whether they allow for interaction
with drivers or the frequency of control signals sent to and received from
the PEVs, different cost savings may result. We evaluated a 2-way com-
munication scheme that would allows PEV aggregators to centrally control
the charging behavior of their customer fleets on a minute-to-minute ba-
sis. The evaluated scheduling algorithms maximize electric mileage and are
computationally simple enough to be applied to large PEV populations.

Although the percentage savings potential looks promising, the corre-
sponding absolute yearly savings potential per PEV is rather low. If a
megawatt hour of electricity costs $50 on the wholesale market, the vari-
able cost of charging a Chevrolet Volt that travels 10,000 miles amounts to
only $140. Controlled PEV charging is therefore currently far from being
a straight-forward business case. The controlled vehicle fleet would have to
be large to make the deployment of a centralized control system financially
profitable.

Several developments could increase the business value of controlled PEV
charging. We have shown that the relative cost savings achieved by con-
trolled charging could be significant. Therefore, the financial profitabil-
ity would increase if wholesale electricity became more expensive on aver-
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age. This scenario is not unrealistic: First, many countries worldwide have
adopted emission caps, which increases the cost of power generation from
coal and gas. Second, the cost of these fossil fuels is increasing on longer
time scales. Furthermore, it is likely that the addition of more renewable
generators with variable output will increase the volatility and reduce the
predictability of wholesale prices. This development could also contribute
to the financial attractiveness of controlled PEV charging since it allows for
short-term balancing of variable supply.

The models and methods described in this paper, especially the innova-
tive method for modeling PEV usage and scheduling charging time, could
also be applied to investigate PEV value in other contexts, e.g. in providing
ancillary services. The market for these services is expected to grow since
the integration of variable renewables is likely to increase the demand for
load following and regulation capacity [5].

Our results are useful for several stakeholders. They can be used as input
for support the investment decisions of organizations planning to invest in
the electric mobility area: These organizations could compare the value of
controlled charging to the cost if they implemented a corresponding control
system and calculate the return on investment (ROI). Our results could
also inform policy makers about the economic incentives of different players
to align PEV charging with grid operation. They could motivate the use
of subsidies to support corresponding efforts, should the existing economic
drivers be considered insufficient. Finally, independent system operators
like the CAISO, who have to ensure grid reliability, could be interested in
the demand patterns resulting from the proposed charging control policies.
They could, for instance, evaluate whether profit-oriented charging under
the current regulations would necessitate additional operational reserves.
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