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The global economy and society increasingly depends on computer networks linked together by

the Internet. The importance of computer networks reaches far beyond the telecommunications
sector since they have become a critical factor for many other crucial infrastructures and markets.

With threats mounting and security incidents becoming more frequent, concerns about network

security grow.
It is an acknowledged fact that some of the most fundamental network protocols that make the

Internet work are exposed to serious threats. One of them is the Border Gateway Protocol (BGP)

which determines how Internet traffic is routed through the topology of administratively inde-
pendent networks that the Internet is comprised of. Despite the existence of a steadily growing

number of BGP security proposals, to date none of them has been adopted.

Using a precise definition of BGP robustness we experimentally show that the degree of robust-
ness is distributed unequally across the administrative domains of the Internet, the so-called

Autonomous Systems (ASes). The experiments confirm the intuition that the contribution ASes
are able to make towards securing the correct working of the inter-domain routing infrastructure

by deploying countermeasures against routing attacks differ depending on their position in the

AS topology. We also show that the degree of this asymmetry can be controlled by the choice of
the security strategy. We compare the strengths and weaknesses of two fundamentally different

approaches in increasing BGP’s robustness which we termed ingress and egress detection of false

route advertisements and indicate their implications. Our quantitative results have important
implications for Internet security policy, in particular with respect to the crucial question where

to start the deployment of which type of security scheme in order to maximize the Internet’s

robustness to routing attacks.

Categories and Subject Descriptors: C.2 [Computer-Communication Networks]: General

General Terms: Measurement, Reliability, Security

Additional Key Words and Phrases: Inter-domain Routing, BGP Security, Adoption, Policy

1. INTRODUCTION

The global society and economy is increasingly dependent on the effective working
of communication networks. These networks have created connectivity linking to-
gether millions of users including private users, businesses and public institutions.
They also have become a critical factor for infrastructures (e.g. water and elec-
tricity supply) and markets other than the telecommunications market (e.g. the
worldwide financial market) [27; 3]. Consequently, concerns about the security of
these global networks and information systems have been growing along with the
rapid increase in the number of users and the importance of the information trans-
mitted.
Although targeted attacks on the confidentiality of information assets and the avail-
ability of particular services have been at the center of public attention so far, the
Internet infrastructure as a whole suffers from more fundamental vulnerabilities due
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to its design. Security considerations did not play a major role when the funda-
mental protocols were designed, which still orchestrate global data flows in today’s
Internet.
Ironically, the same mechanisms that have contributed substantially to the success
of many Internet protocols have severe drawbacks when it comes to securing them
against malicious activities or, more generally, unintended use. In the absence of
a central authority, the different components of the Internet infrastructure rely on
distributed control protocols. This cooperative control effort can only lead to the
desired outcome if every control unit behaves in the way it is supposed to, i.e. ac-
cording to the protocol it implements. Consequently, the misbehavior of one control
unit can have adverse effects on the way the infrastructure works as a whole [20].
One of the key Internet protocols suffering from a fundamental lack of security
is the Border Gateway Protocol (BGP). The BGP is the core routing protocol of
the Internet. It enables the exchange of reachability information based on the In-
ternet Protocol (IP) across administratively independent networks, the so-called
Autonomous Systems (ASes).
In this work we address the vulnerability of BGP to routing attacks. This is a par-
ticularly virulent type of attack targeted at the Internet infrastructure as a whole.
The contributions of this paper are threefold. Firstly, a new countermeasure ap-
proach, egress detection, is motivated. Secondly, a simulation design is proposed
that has the potential to gauge the effectiveness of alternative countermeasures.
Thirdly, a rigorous analysis showing the properties of egress detection and com-
paring it with state-of-the-art ingress detection approaches. Our results provide
guidance for the design of a viable strategy to secure the global routing architec-
ture.
Instead of analyzing the effect of previous routing attacks, we adopt a model-driven
approach that allows us to compare the impact of attacks and the efficiency of dif-
ferent countermeasures on a general level. Our approach simplifies the problem of
determining the degree of routing security by not making too detailed assumptions.
Closely related earlier work by Chan et al. [2] on the topic attempts to compare
details in the protocol, which is hampered by the fact that the introduction of a
large number of additional assumptions increases the complexity of the model and
therefore both validation and interpretation of simulation results.
We stay on a more abstract level of analysis by analyzing the effect of

—two security strategies: ingress and egress detection

—two deployment modes: ascending and descending with respect to the number of
inter-domain path leading through the different ASes

—measured on the basis of two security metrics: semi-robustness and complete
robustness.

The reduction of protocol details on the one hand and the abstraction from the
security protocol level to the security strategy level on the other hand allow us
to make important statements about the advantages and disadvantages of either
approach to secure BGP.
We argue that the insight we gained from our analysis will fuel research on the
protocol level, in particular the consideration of egress detection protocols. Our
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measurement methodology is applied to a recent snapshot of the actual Internet
topology to increase the relevance of our results.
Section 2 gives an overview of related work. In Section 3 we provide an overview of
inter-domain routing, routing attacks and possible technological countermeasures.
In Section 4 we present a basic approach to measure routing security based on
previous work by Chan et al. [2]. This measurement methodology is applied to the
inferred Internet topology in Section 5 in order to conduct an extensive sensitivity
analysis both revealing fundamental coherences and comparing the effects of two
different approaches to secure inter-domain routing (ingress and egress detection)
on two different security metrics (one based on robustness and the other one based
on semi-robustness). In Sections 6 and 7 we summarize our results, conclude and
provide an outlook on future research.

2. RELATED WORK

Research interest in BGP has been high over the last decade. Many of the pub-
lished papers provide valuable insight into its functioning in the real world based
on empirical data obtained from routers, e.g. Lobovitz at al. [16] and Mahajan
et al. [17]. Other works propose incremental modifications in order to improve
it in particular ways. Although most authors of paper of the latter type accept
that the BGP has become a de-facto standard and introducing a completely new
protocol is unrealistic, there has recently been a movement towards proposing such
”clean-slate” approaches to fix BGP’s shortcomings [6]. Subramanian et al. [24]
mention 5 important problems of BGP: (i) scalability, (ii) security, (iii) conver-
gence and route stability, (iv) isolation, and (v) diagnosis support. Regarding e.g.
problem (i), routing state and churn in BGP grows linearly with the size of the
network making the processing of routing data more and more challenging. BGP
also suffers from route instabilities [28] and long conversion times [15] of the routing
tables which is related to the frequent propagation and adoption of new routes in
a large network. Isolation refers to the fact that a single localized fault can impact
the entire network, which is a direct result of BGP’s decentralized design. BGP
also lacks the diagnosis support necessary to pinpoint routing problems because it
works in a completely decentralized manner, its configuration is highly complex,
and it conveys no information about the causes of route alterations. Most of these
issues have been attacked by proposals of both incremental modifications [4; 18]
and entirely new protocol designs [24].
Since our research refers to problem (ii), we will review the literature in this area in
more detail in the following. An impressive amount of work has been devoted to the
specification of different BGP security protocols recently. S-BGP, the first and most
comprehensive proposal was made by Kent et al. [14]. It uses several Public Key
Infrastructures (PKIs) to enable BGP routers to authenticate outgoing route an-
nouncements and validate incoming ones. Inter-domain hops are signed recursively
as paths are constructed in the forwarding process described in Section 3. Since
S-BGP implies a significant protocol overhead, other authors tried to develop less
expensive solutions. For instance, White et al. [30] propose a centralized heuristic
solution to path validation that has the potential to reduce complexity and over-
head significantly but also leads to less accurate detection of falsified routes. Unlike
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S-BGP, which uses a push-approach to distribute authentication information, IRV
allows for on-demand authentication using a dedicated server infrastructure (pull-
approach) [10]. Hu et al. [12] have proposed SPV which reduces security overhead
by substituting expensive but concise public key cryptography by less expensive
but more complicated procedures based on symmetrical primitives and one-time
signatures. Additional work on inter-domain routing security includes research on
ways how to make a security protocol proposed earlier more efficient [21; 13], the
specification of less comprehensive approaches to BGP security [25; 31], and the
advancement of causal research and attack detection methods [32; 17].
Chan at al. [2] have raised the issue of adoptability of secure BGP protocols. They
provide a taxonomy of properties in order to classify the numerous secure BGP
schemes that have been proposed so far. Based on these properties they model the
adoption process and compare the adoption thresholds of the different protocols
under numerous assumptions, e.g. regarding attacker capability and traffic load.
Our approach to measure the degree of security of AS paths follows the lines laid
out by Chan et al. [2]. Like them we analyze the effect of measures for increasing
the security and robustness of BGP on the AS topology level. However, our anal-
ysis differs as far as the type of countermeasures and applied security metrics are
concerned. Whereas Chan et al. dive into the analysis of different protocol classes
based on detailed protocol specifications, we stay on a more abstract level of anal-
ysis. Essentially, we analyze the effect of different security strategies (use of ingress
and egress detection schemes) and different deployment modes (ascending and de-
scending) which is measured on the basis of two security metrics (semi-robustness
and complete robustness). The reduction of protocol details on the one hand and
the abstraction from the security protocol level to the security strategy level on the
other hand allow us to draw more general conclusions.

3. BACKGROUND

3.1 Inter-domain Routing and BGP

The Internet is a network of networks. It is currently comprised of more than 30,000
interconnected computer networks, the so-called Autonomous Systems (ASes). We
will refer to this network of ASes as the AS topology. The physical coverage of an
AS can vary substantially: Large backbone providers like AT&T own physical net-
works that have Points of Presence (PoPs) around the globe, whereas a university
network is usually confined to some campus area.
The AS topology is a scale-free topology, i.e. a relatively small subset of the ASes,
the transit ASes, forward the traffic originated elsewhere, while most of the other
ASes, the stub ASes, serve as mere traffic end-points. Physically, the stub ASes
depend on the transit ASes to carry their traffic over long distances.
Inter-domain routing refers to the path selection process on the AS level. The out-
come of this process is a complete prescription of how IP traffic is forwarded through
the AS topology. The information required to compute this global routing table is
communicated by dedicated routers implementing an inter-domain routing protocol.
The de-facto standard protocol used for inter-domain routing is the Border Gate-
way Protocol (BGP) [23]. Routers that implement BGP are oftentimes denoted as
BGP speakers. BGP belongs to the family of path vector protocols, i.e. the basic
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information exchanged by BGP speakers is comprised of (destination,path)-tuples.1

The destinations are ranges of IP addresses (oftentimes denoted as prefixes) and
the paths are concatenations of AS numbers. IP ranges and AS numbers are allo-
cated by the Internet Corporation for Assigned Names and Numbers (ICANN) or
the allocation task is delegated to local Internet registries. If an AS originates a
certain IP address range, this information is passed on to BGP speakers in adjacent
ASes and so forth. Consequently, each BGP speaker eventually receives a number
of routes leading to the same address space. BGP speakers perform a standardized
path selection process in order to determine which of these paths will be added to
their local routing table. When BGP has reached a steady state, each router knows
for any IP address which adjacent router an IP packet has to be forwarded to in
order to reach its destination. It is important to note that currently only selected
paths are forwarded to other BGP speakers, not all of them.
BGP path selection process takes a large number of criteria into consideration. A
comprehensive description of the process can be found in [23]. Basically, it consists
of a number of steps that are applied to the set of all route advertisements received
via internal and external BGP sessions with other routers. Each step eliminates
one or several routes based on some quantitative criterion. One part of the criteria
used during the path selection process refers to the values of parameters that are
determined by how the AS looks like and is managed internally, whereas another
part is based on parameter values that emerge due to the inter-AS exchange of
routing information.
Although BGP is a standardized protocol, the actual inter-domain paths are hard to
predict even if one uses highly sophisticated simulation models. The prioritization
of shorter AS paths is the most important default rule implemented by every BGP
router in the Internet. Thus, although shortest path routing alone is not sufficient
to explain real world inter-domain paths, it represents an essential component of
the simulation approach we apply to measure BGP’s robustness. In the following
Example 1 we explain how BGP would work if inter-domain paths were exclusively
determined based on the shortest AS path rule.

Example 1: Propagation of Route Advertisements based exclusively on
the shortest path rule

If the path selection process was based solely on the shortest path cri-
terion, the prefix 1.1.1.0/24 in Figure 1 would be propagated in the
following way: The prefix 1.1.1.0/24 is owned and originated by AS5.
Accordingly, router r51 announces this information to router r42 in the
adjacent AS4. AS4 is connected to AS2 and AS3 and forwards the ad-
vertisement over BGP sessions between the routers r42 and r31 and the
routers r41 and r22. This process continues until all routers are aware of
the fact that AS5 originates prefix 1.1.1.0/24 and a corresponding inter-
domain path. Each time the route advertisement crosses an AS border,
an AS identifier is appended to the path. Router r21 receives two differ-

1The current specification of BGP encompasses many more attributes which we cannot describe

here due to space constraints.
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Fig. 1. Propagation of route advertisements according to BGP.

ent paths leading up to the same prefix. Considering the shortest path
criterion, it will prefer the path AS4 AS5 over the path AS3 AS4 AS5.
Only the announcement containing the shorter path is then forwarded
to router r11 in AS1.
After the routing tables maintained by the routers have reached a con-
verged state, all traffic from AS1 to AS5 will travel on the path leading
through AS2 and AS4,which is emphasized in Figure 1.

The reason why the inter-domain paths that materialize in reality often differ sub-
stantially from the ones that would have been determined by a shortest-path ap-
proach is the influence of the other rules prescribed by BGP. According to what we
know about inter-domain routing in practice there are two highly important effects
that have a significant influence on the route selection process: Hot Potato and
Business Policy Routing. We will introduce these characteristics of inter-domain
routing in further detail below, explain their consequences and how it is possible
to simulate them as precisely as currently possible.

3.1.1 Hot Potato Routing. The standardized path selection process includes pri-
oritization rules that by default or by configuration induce a behavior called Hot
Potato Routing. Hot Potato Routing refers to the practice of routing all traffic
that is not destined for a host inside a particular AS to the nearest egress point of
that AS instead of forwarding it on the shortest path in terms of AS hops in the
direction of its destination. AS operators sometimes have an incentive to tolerate or
even support Hot Potato Routing because it saves bandwidth inside their network.
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Example 2: Effects of Hot Potato Routing

We demonstrate hot potato routing using Figure 1. Assume that a
host in AS5 wants to send a request to a host contained in the IP range
2.2.2.0/24 originated by AS2. The shortest path is terms of AS hops
is AS5 AS4 AS2. However, BGP can be tweaked by AS4’s operator to
induce router r42 to prefer the path received from router r31 in AS3
instead of router r41. This has the effect that router r42 forwards IP
packets for prefix 2.2.2.0/24 to router r31 instead of sending them via
the shortest path through the own AS.

The explicit consideration of Hot Potato Routing in our model would have implied
to infer the router-level topology and internal BGP configurations of each AS in the
entire Internet. Although router-level topologies can nowadays be partly inferred
(e.g. using the trace-route command), the construction of an accurate snapshot
of the global routing table on the router-level is currently not feasible. It would
either imply the possession of detailed information about the configuration of or
the ability to collect trace-routes from every router in the Internet.

3.1.2 Business Policy Routing. The way AS operators use the available means
of BGP traffic engineering is also strongly influenced by the type of business re-
lationships they have with other AS operators [26]. Mostly ASes have either a
peering or a provider-customer relationship. Peering means that the parties agree
to forward the traffic that is handed over free of charge. If two parties engage in
a provider-customer relationship, the customer has to pay for the traffic received
from and sent to the provider. A particularly widespread practice is to announce
all known routes to customer ASes and only customer routes to peer ASes. This
prevents traffic that was handed over by peers or transit providers from being for-
warded via other peering or transit links which saves transit costs.

Example 3: Effects of Business Policy Routing

We again demonstrate the consequences of business policy routing using
Figure 1. Since AS2 has to pay for traffic handed over to AS1, router r21
would probably not advertise the shortest path leading up to the prefix
1.1.1.0/16, namely AS2 AS4 AS5, to router r11. Doing so would imply
that AS2 pays for the termination of traffic traveling back and forth on
the path AS1 AS2 AS4 AS5. Instead, router r21 would probably an-
nounce the longer path AS2 AS3 AS4 AS5 to router r11. If traffic flows
on this path AS2 still has to pay AS1 but will in turn be compensated
by AS3 since AS3 is AS2’s customer.

There have been efforts to infer the business relationships of ASes in the Internet,
e.g. [8]. However, those efforts were based on efficient but rather imprecise heuris-
tics such as the node degree. Furthermore the impact of business relationships on
the actual routing policy of the business partners may not be as straightforward
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as expected. Similar to the practice of Hot Potato Routing we did not explicitly
model Business Policy Routing because the available data on business relationships
is not very reliable. Instead of simulating every detail of BGP, which as mentioned
above is hardly feasible, we base our simulation on actual interdomain paths that
have been inferred from BGP routing table parsed by the Cooperative Association
for Internet Data Analysis (CAIDA). To the best of our knowledge this dataset
represents the most advanced source of actual AS level Internet topologies. The
AS links are determined using several data sources, in particular the RouteViews
BGP data and continuous IP-level topology probing using the Archipelago infras-
tructure maintained by CAIDA. By using the inferred links to construct a global
routing table we are able to capture the effect of Hot Potato as well as Business
Policy Routing.

3.2 BGP Routing Attacks

It is widely known that BGP is vulnerable to a whole range of possible attacks
[20]. When considering attacks on a complex system like the inter-domain rout-
ing infrastructure, it is advisable to put oneself into the position of an attacker
and explore possible ways how to achieve certain goals, e.g. eavesdropping on a
certain communication channel. We use the terms ’attack’ and ’attacker’ due to
naming conventions in network security research but focus on ’brute force’ attacks
on the working of the Internet rather than selective eavesdropping attacks. In
fact, our threat model deliberately includes unintentional router misconfigurations
which constitute a serious problem in today’s Internet [17]. Using the scope of an
attack’s impact as a means of differentiation, we distinguish two general types of
attacks on BGP: Attacks on single BGP sessions (small scale attacks) and attacks
intended to affect the global routing infrastructure as a whole (large scale attacks)
[1]. Particular sessions may be attacked in order to terminate them or to eavesdrop
on the control messages exchanged. Carrying out large scale attacks on the rout-
ing infrastructure may, for instance, be conducted with the intention to alter the
global routing table, i.e. in order to change the paths inter-domain traffic travels
on. We denote this kind of attack a routing attack. While the ultimate goal of
routing attacks can be manifold, their consequences mostly include disruption of
reachability, so that effective traffic delivery is prevented [1].
Both small and large scale attacks can only be carried out if the attacker finds a way
to gain control over BGP speakers or to at least tamper with BGP control messages
on their way from one BGP speaker to another. Thus, BGP security is inherently
linked to classical security problems concerning host and network security. If we
assume that attackers are always in the position to control one or several BGP
speakers, providing BGP security appears to be a question of achieving stronger
protocol robustness. Generally, a distributed protocol is robust, if the misbehavior
of one or several of the entities do not have any negative impact on the outcome.
Taking into account the distributed nature of the Internet infrastructure, router
and session security can only be considered as a first line of defense. This is be-
cause as long as humans are involved, computer and network security can never be
fully guaranteed, no matter how sophisticated the security technologies and policies
are. Security technology should at least aim at putting the right ’speed bumps’ into
place, such that the velocity and impact of electronic attacks are decreased to a
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level where other protection mechanisms can operate [22]. Intentional misbehavior
(i.e. attacks) is only one part of BGP security problem. In fact, the incidents
that have been recorded so far were due to unintentional misconfiguration of BGP
speakers [19]. The configuration of BGP speakers is error-prone, since it is still
done manually to a significant extent. Unintentional misconfiguration cannot be
prevented by more rigid access controls or the protection of BGP sessions.
In terms of security, inter-domain routing exhibits weakest link properties: To date,
if an attacker succeeds in compromising BGP speakers of one AS, many other ASes
may be hurt by a routing attack. Therefore, even the deployment of host and net-
work security on the Internet backbone can only reduce the probability of a threat
occurrence, it cannot effectively delimit the extent of the damage caused in case the
threat is realized. As a consequence, securing the inter-domain routing infrastruc-
ture on the one hand requires enhancing the security of BGP sessions and routers
and, on the other hand, making the protocol itself more robust.
In this paper, we concentrate on three important types of routing attacks, namely
sub-prefix hijacking, prefix hijacking and path spoofing.
Sub-prefix hijacking involves an AS announcing a more specific prefix owned by
another AS. For instance, if an attacker announces a /24 prefix when the legitimate
originator has announced a /16 prefix, the /24 prefix will be chosen due to longest
prefix matching in routing table look-ups. Since more specific prefixes are chosen no
matter what the value of other parameters considered by the path selection process
are, it is particularly effective.

Example 4: Sub-Prefix Hijacking

Using the same topology as in Example 1, suppose that router r11 in AS1
has been compromised or misconfigured (Figure 2). It injects a route
announcement claiming that AS1 originates the prefix 1.1.1.0/24. The
illegitimate advertisement spreads throughout the AS topology and all
traffic from AS2, AS3 and AS4 that is destined for hosts in the 1.1.1.0/24
address range is forwarded to AS1 instead to the legitimate originator
(AS5).

Prefix hijacking takes advantage of the fact that current BGP implementations do
not prevent a compromised or misconfigured router from illegitimately announc-
ing prefixes it does not originate. The router in adjacent ASes are not able to
distinguish the real from the fake owner, leaving a significant probability that the
fake advertisement is selected and subsequently forwarded. Since AS path length
is one of the most important criteria in the best path selection algorithm, the fake
announcements are more likely to be adopted by routers in ASes which are further
away from the legitimate originator of the prefix. Let us illustrate the working of
prefix hijacking.

Example 5: Prefix Hijacking

Using the same topology as in Example 1, suppose that router r31 in AS3
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Fig. 2. (Sub-)Prefix Hijacking

has been compromised and is used for a prefix hijacking attack (Figure
2). It injects a route announcement claiming that AS3 originates the
prefix 1.1.1.0/16. All routers located in ASes other than AS5 and AS3
not know which AS legitimately originates the prefix. Router r21 cannot
validate these route advertisements and will therefore be likely to adopt
the advertisement containing the shorter path. Consequently, the traffic
that previously used to travel on the inter-domain path leading over AS2
and AS4 will now be forwarded to AS3. Hence the traffic will never be
delivered to the intended destination.

Path spoofing works in a similar way as prefix hijacking with one difference: not
the originating AS but the remaining ASes present on the AS path are faked. A
router can change route announcements received from other routers by inserting or
deleting ASes from the path attribute. Malicious ASes can take advantage of this
possibility forcing traffic to make a detour.

Example 6: Path Spoofing

Considering the scenario depicted in Figure 2, router r31 could apply
path spoofing by faking a direct connection to AS5. This results in for-
warding the advertisement 1.1.1.0/16 r31 AS3 AS5 to router r23. Since
r21 would then receive two paths with equal length leading to the same
origin, there is a good chance that this path spoofing attack has the
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same effect as the prefix hijacking attack described above.

3.3 BGP Security Countermeasures: Ingress and Egress Detection

As described above, the protection of BGP routers and sessions is an important first
step toward securing the inter-domain routing infrastructure. AS operators have
begun to deploy security mechanisms in their networks, e.g. the BGP TTL Security
Hack [9] and the MD5 signature option [11]. However, the fundamental lack of
robustness inherent to BGP cannot be removed by these individual security efforts.
Effective protection against large scale attacks and misconfigurations requires a
concerted security effort by many AS operators [1].
We describe two different approaches to prevent illegitimate route announcements
from adversely affecting inter-domain routing. The first enables BGP speakers to
validate the legitimacy of received route announcements. The second prevents BGP
speakers from announcing illegitimate routes. In the following we will call these
two approaches ingress and egress detection, respectively.

3.3.1 Ingress Detection. The need for a comprehensive BGP security architec-
ture has lead to an abundance of proposals [1]. Almost all of them follow the ingress
detection approach, as they enable ASes implementing the same ingress detection
protocol to exchange authoritative routing information. If ingress detection is used
to detect false incoming route announcements, each AS checks the routes received
from connected ASes using validation data obtained via the deployed ingress detec-
tion protocol. Although the ingress detection protocols that have been proposed so
far carry out this task in a slightly different manner, all protocols essentially pro-
vide a separate communication channel between ASes for exchanging authentication
data. This information exchange is required since local information is insufficient
to authenticate incoming route announcements.

3.3.2 Egress Detection. Egress detection does not try to validate incoming routes
but instead authenticates outgoing route announcements based on locally available
data only. Despite its simplicity, egress detection has not received dedicated atten-
tion as an approach to secure inter-domain routing. Interestingly, there exists no
proposal in the scientific literature on how to implement it. We believe that egress
detection would be relatively easy to realize since it is based solely on local infor-
mation and therefore does not require an extra communication channel between
ASes for exchanging authentication data. The implementation of egress detection
requires a security mechanism built into the BGP speakers of the adopting AS.
This mechanism checks outgoing route announcements against the data stored in
a local database containing a list of all connections to other ASes and the legit-
imately originated prefixes of the AS. At the local level, legitimately originated
prefix ranges and AS links are relatively stable over time and known to the AS op-
erator. Prefix changes may occur when the AS operator obtains new IP addresses
from the responsible registry. Changes to the set of neighbor ASes are driven by
corresponding business processes. For instance, if a transit provider gains a new
customer and the corresponding policy takes effect, the corresponding connectivity
should be implicitly added to the database. There may also be cases that require
automated updates of the connectivity database based on some predefined pattern,
e.g. if a temporary peering relationship between two ASes is used during a network
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outage.
Egress detection mechanisms could be made more secure by augmenting them with
a public key based security scheme that involves a hierarchy of trusted third parties.
This approach would involve the definition of an authorization process during which
the responsible third party conducts a diligent verification of the legitimacy of the
change. If the change is approved, a corresponding document can be created and
signed with the private key of the trusted third party such that routers are able to
verify the correctness of the database entry obtained from the local database using
the public key of the responsible trusted third party.
In contrast to ingress detection, egress detection requires no additional communi-
cation channels between routers located in different ASes. Consequently, daunting
issues complicating the adoption of ingress detection protocols such as communi-
cation overhead and Internet-wide protocol standardization are avoided. Egress
detection is also more flexible as it does not require network operators to adopt
a predefined protocol but allows for complete freedom as far as the actual imple-
mentation of the authentication mechanism is concerned. Furthermore, the egress
detection approach appears to be particularly attractive regarding the fact that
many false announcements are actually caused by the unintended misconfiguration
of routers and not by malicious behavior [19; 17].
An obvious disadvantage of egress detection is that it cannot be used by a subset of
ASes to achieve guaranteed routing security of the connecting inter-domain paths.
With ingress detection deployed in all ASes on an inter-domain path, none of the
legitimate traffic flowing on that path can be diverted by sub-prefix hijacking, pre-
fix hijacking or path spoofing. However, this does not imply that egress detection
performs worse with respect to the number of paths that can be secured given a
set of adopters (cf. our results outlined in Section 5). The protection effort simply
cannot be targeted onto particular routes the way it could be if ingress detection
was used as a countermeasure.

4. EXPERIMENTAL SETUP

This section introduces a basic quantitative methodology to measure the security
level of inter-domain routing. Using this measurement method, we can experi-
mentally show important features of inter-domain routing security depending on
the employed countermeasure strategy, i.e. either ingress or egress detection. We
focus on topological characteristics and the dynamics of selected security metrics
depending on the number of AS adopters. Although we have introduced and shown
the potential impact of intra-AS routing on inter-domain path selection in Section
3, we do not consider the deployment of routing attack countermeasures on the
router level. Instead, we assume that once the operator of an AS has decided to
implement a particular security strategy, i.e. ingress or egress detection of falsified
routes, it will deploy the corresponding security mechanisms in all of its border
gateway routers.
The purpose of our work is to quantitatively compare the effects that illegitimate
route announcements have on the robustness of inter-domain routes. Our experi-
ments are designed to reveal how effective ingress and egress detection are in pre-
venting the most straight-forward routing attacks depending on how many ASes
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(a) (b)

Fig. 3. (Sub-)Prefix Hijacking

support ingress and egress detection, on their role in the global routing table and
on the order of deployment.
By constructing a global routing table based on the empirically observed inter-
domain links provided by CAIDA, the results obtained from our experiments are
as realistic as possible. After the execution of the algorithm responsible for the
construction of a global routing table, each AS is aware of one realistic AS path
leading to all other ASes in the Internet, i.e. n − 1 paths in total where n is the
number of ASes in the Internet. There exist n(n− 1) AS paths at a time that form
the global routing table.

4.1 Threat Model

In order to operationalize our research questions, we define a basic threat model.
We assume that attackers have three basic techniques at their disposal: sub-prefix
hijacking, prefix hijacking and path spoofing. In the absence of any countermea-
sures deployed in the ASes on the path, the success of either attack depends on the
shape of the topology in the region around that path. The attack can be thwarted
if certain ASes on the path implement ingress detection or if egress detection is
implemented by the infiltrated AS. Let us explain these relationships using the
generic configuration depicted in Figures 3 and 4.
Node m represents the compromised or misconfigured AS. Consider a legitimate
path from AS j to AS k emphasized by a bold line, where AS k legitimately ad-
vertises a prefix. If no countermeasures have been implemented, the nodes in the
network cannot distinguish the legitimate originator k from the illegitimate origi-
nator m and may thus accept a falsified announcement. If the attacker uses prefix
hijacking, we assume that if m announces a path which is as long as the legitimate
path, the nodes will pick the illegitimate path.2 In case m applies sub-prefix hi-
jacking we assume that the falsified route is accepted without consideration of the
path length. An attacker who controls AS m and uses sub-prefix or prefix hijacking
may thus alter the legitimate path if m is connected via an alternative (non-bold)
path with some AS lying on the part of the legitimate path (bold) from AS j to
AS p. If prefix hijacking is used, we assume that such an ASes will consider the

2Note that this can be considered a worst case assumption. Since we only consider the relative

results of our measurements, this decision is not very important with respect to our conclusions.
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falsified route and forward all traffic intended for k to m instead in case the path
length of the path between that AS and AS m is at least as short as the part of the
legitimate path leading from that AS to AS k. If sub-prefix hijacking is used, the
ASes lying on the legitimate path from AS j to AS p will always prefer the falsified
route according to our model.
If AS m has deployed egress filtering, the path is totally secure from attacks us-
ing m’s routers: All route advertisements are ’double-checked’ using authoritative
information kept by AS m before they leave it and false ones are prevented from
passing the egress filter. Now consider the case when both, j and k use ingress
detection (Figure 3b). This boils down to j and k being able to communicate au-
thentication information. Therefore AS j knows who is the legitimate originator
of the prefix (or sub-prefix) and will therefore choose a path leading to AS k other
than the falsified one given it is aware of such a path. In fact, this result can be
generalized: Falsified AS paths connecting two endpoints will never carry the traf-
fic between those endpoints if both implement ingress detection. However, this is
only a first step towards routing security: The attacker has at least succeeded in
preventing the traffic from flowing on the original legitimate path.3 This is why
we refer to an inter-domain path that fulfills just this security criteria semi-robust
path. A more general definition of path semi-robustness is the following:

Definition 4.1. Semi-Robustness of Inter-domain Paths

A legitimate inter-domain path is semi-robust if it cannot be changed in a way
such that its traffic passes through or terminates in the AS from where the routing
attack was launched if the attacking AS is not positioned along the legitimate
path. Either there exists an alternative inter-domain path that is used instead, or
the corresponding traffic does not flow.

The flawless working of BGP is only guaranteed if every ASes on the legitimate
path from AS j to AS p that has a shorter or equally long alternative path to AS
m and AS k have deployed ingress filtering. Our general definition of inter-domain
path robustness is the following:

Definition 4.2. Robustness of Inter-domain Paths

A legitimate inter-domain path is robust if it is entirely resistant to the invalid
behavior of routers located in ASes that are not positioned along the path.

Inter-domain path robustness trivially implies inter-domain path semi-robustness:
If an AS path is robust, the traffic flowing on that path cannot be diverted such
that it is impossible not to reach the destination. The reverse is, however, not true.

Figure 4 depicts the generic situation in which an attacker uses path spoofing to
divert traffic from a legitimate path. In Figure 4a no AS has deployed ingress de-
tection, in Figure 4b both AS j and AS k have deployed it. AS m illegitimately
announces a route indicating that it is directly connected to k. Figure 4a illustrates
that path spoofing results in almost the same threat as prefix hijacking for the le-
gitimate path except that the alternative path distance between the mislead AS

3Either the router at the two ends of the AS path know an alternative legitimate path through

the AS topology or the connection is disrupted.
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(a) (b)

Fig. 4. Path Spoofing

lying on the part of the legitimate path from AS j to AS p has to be at least one
AS hop smaller than the distance between that AS and AS k. Consequently, the
situations in which path spoofing is successful are less numerous than the situations
in which sub-prefix or prefix hijacking are successful.
If ingress detection was deployed both in j and k, k could tell j that it is not directly
connected to m and j would therefore not accept route announcements claiming
that this is the case. AS j would then forward traffic destined to k via another
path, again provided such a path exists. In fact, the attacker would have to spoof
a direct connection to the AS closest to AS k on the legitimate path (AS p in the
figures) that has not deployed ingress detection in order to maximize the chances
of a successful attack. The legitimate path is only completely secured against path
spoofing attacks if all ASes on that path, except the two ASes on the legitimate
path that are one and two hops away from k, implement ingress detection.
Chan et al. ([2]), who have also defined a threat model for routing attacks, dis-
tinguished attackers according to their ability to eavesdrop on BGP messages ex-
changed in BGP sessions maintained by routers across the Internet. They assume
that a ’weak’ attacker is only able to read the messages received by the BGP
speakers of the AS he has infiltrated, whereas the ’strong’ attacker can read all
BGP traffic in the entire Internet. In contrast to Chan et al. [2] we do not have
in mind an informed attacker who tries to selectively eavesdrop on information
being exchanged over the Internet by manipulating BGP. Regarding this point we
agree with Wendlandt et al. [29] who have argued that there are far more effi-
cient and straightforward ways to eavesdrop on Internet traffic. Instead, we think
of BGP misconfigurations or attackers who want to cause Internet outages rather
than eavesdrop on traffic. Such ’brute force’ kinds of attack can be carried out with
no knowledge of BGP messages at all. For instance, configuring the routers within
an AS to advertise the entire IP address space is relatively easy and is equivalent
to a large-scale prefix hijacking attack. In fact, it has already happened (cf. [19]).
Thus, apart from being more realistic, our threat model requires fewer assumptions
and is therefore less complex.
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4.2 Security Metrics

Based on the threat model we can now formally define the security metrics we use
to determine the security level of each AS in the topology. Consider the generic
configurations depicted in Figures 3 and 4; false route announcements from AS
m can have adverse effects on the AS path connecting AS j and k. Let the AS
topology by denoted by G(V,E) where V stands for the set of ASes and E for the
set of connections in the topology. Based on this topology the global routing table
is constructed. We represent this construction process as a function denoted by Ψ.
Consequently, Ψ maps the topology G(V,E) on a global routing table satisfying
the shortest path criterion. Let ψ denote a possible global routing table, i.e. the
relation Ψ(G(V,E)) 7→ ψ holds. Any intermediate AS p on a legitimate path from
AS i to AS j therefore has the property p ∈ Rij where Rij is given by ψ.
We define a binary function describing the security level of that path, which takes
k, j, m, G(V,E) and ψ as arguments.

Definition 4.3. Security Indicator Function

The function sec(j, k,m,G(V,E), ψ) is equal to 1 if false route announcements
injected by BGP speakers in m will have no influence at all on the legitimate path
from j to k, and equal to 0 otherwise.

We now define the probability that a legitimate path from j to k is vulnerable to
an attack from m. It is implicitly assumed that all ASes are equally likely to be
used for routing attacks. The probability is referred to as the route security metric
in the following way.

Definition 4.4. Route Security Metric

sroute(j, k,G(V,E), ψ) = 1
n

∑
m∈V,m/∈Rjk

sec(j, k,m,G(V,E), ψ)

Using the route security metric we can measure the security of all n(n− 1) routes
provided the network topology G(V,E) and an instance of the global routing table
ψ determined by the function Ψ.
We compute the security metric describing the security level of AS i by averaging
the route security metrics of the (n − 1) routes leading form i to all other ASes
j ∈ V and back.

Definition 4.5. AS Security Metric

snode(i, G(V,E), ψ) = 1
n−1

∑
j∈V,j 6=i s

route(i, j, G(V,E), ψ)

Regarding these definitions the security measurement model can be represented
as a function S mapping the (n × 1)-vector of binary security protocol adoption
decisions to another (n× 1)-vector of node security metrics snode.

Definition 4.6. Security Measurement Function

S(e,G(V,E), ψ) = snode where e ∈ {0, 1}n and snode ∈ [0, 1]
n

The route security metric is apparently a worst case metric, as it only assesses a
route as secure if it cannot be influenced by any means. In contrast to that the
AS security metric is not a worst case metric, as it rather represents the expected
value of the event that the communication of a particular AS is not affected by
false routes announcements.
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Example 4: Calculation of the Security Metrics

We demonstrate the calculation of the security measurement function
for prefix hijacking under the requirement of full path robustness using
the topology introduced in the earlier examples (n = 5). Assume that
AS1 and AS5 have deployed ingress detection. In order to calculate the
AS security metric for AS1 we need to compute the route security metric
of all four legitimate routes which connect AS1 to the four other ASes.
The calculation of the route security metric of the legitimate path from
AS1 to AS2 implies evaluation of the security indicator function three
times using m = {AS3, AS4, AS5}. It does not have to be evaluated for
m = AS1, AS2 since these ASes lie on the legitimate path. It turns out
that AS1’s prefixes can be hijacked using AS3 and AS4, but not using
AS5.
Using the formula for the route security metric we get

sroute(AS1, AS2, G(V,E), ψ) =
1

5

∑
m∈{AS3,AS3,AS5}

sec(AS1, AS2,m,G(V,E), ψ)

= 0.6

Applying the same reasoning to the remaining three legitimate AS paths
we obtain

sroute(AS1, AS3, G(V,E), ψ) = 0.4

sroute(AS1, AS4, G(V,E), ψ) = 0.6

sroute(AS1, AS5, G(V,E), ψ) = 0.8

Therefore, the AS security metric of AS1 evaluates to

snode(AS1, G(V,E), ψ) =
1

n− 1

∑
j∈{AS2,AS3,AS4,AS5}

sroute(AS1, j, G(V,E), ψ)

=
1

4
(0.6 + 0.4 + 0.6 + 0.8)

= 0.6

Note that for the full evaluation of the security measurement function
this procedure would have to be repeated for the remaining four ASes.
For the other ASes we get

snode(AS2, G(V,E), ψ) = 0.55

snode(AS3, G(V,E), ψ) = 0.6

snode(AS4, G(V,E), ψ) = 0.55

snode(AS5, G(V,E), ψ) = 0.65

Thus the security measurement function evaluates to

S((1, 0, 0, 0, 1)T , G(V,E), ψ) = (0.6, 0.55, 0.6, 0.55, 0.65)T
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Independent Variable Possible Values

adoption decisions ascending and descending deployment

global routing table shortest path routing

security scheme ingress and egress detection

attacker capability sub-prefix hijacking, prefix hijacking, path spoofing, p.h. and p.s.

security goal semi-robustness and (complete) robustness

Table I. Summary of independent variables

The average AS security metric - which we will use as a proxy for the
network’s routing security - is the average of all AS security metrics, i.e.
0.59.

4.3 Simulation Procedure

The measurement results outlined in this section were obtained from a numerical
simulation. The initial step of the simulation is the generation of a global routing
table with n(n− 1) entries for a given network topology.4 As aforementioned, the
global routing table was constructed based on the AS links inferred by CAIDA [7].
The topology instance we used for our experiments was inferred from a snapshot of
the real Internet topology as it existed on March 11 2009. This topology contained
a total of 31,277 ASes and 70,527 inferred inter-AS links. After the global routing
table ψ had been constructed, the simulation applied the measurement function
S(e,G(V,E), ψ) mapping a vector of adoption decisions onto a vector of AS security
levels given the AS topology defined by G(V,E). In addition to the adoption
decisions e, the topology G(V,E) and the global routing table ψ, we considered
three more independent variables in our model that are not included in the formal
definitions for notational convenience:

—The security scheme implemented by the adopters, i.e. ingress or egress detection

—The capability of the attackers, i.e. sub-prefix hijacking, prefix hijacking, path
spoofing, or both prefix hijacking and path spoofing5

—The security goal underlying the security metric, i.e. either semi-robustness or
(complete) robustness

Altogether 32 simulation treatments were run with different parameter configura-
tions. Table I gives an overview of the independent variables and corresponding
values we considered in our simulation study.

5. EXPERIMENTAL RESULTS

5.1 Fundamental Vulnerability

The benchmark model assumes that no countermeasures have been implemented.
For this benchmark, we measure the fundamental vulnerability of ASes. In terms
of our notation, this boils down to evaluating the security measurement function S

4Thus, exactly one path connecting each AS to all other ASes is stored although there may be

many more.
5If the attacker is able to use both prefix hijacking and path spoofing we assume that he first tries

to use prefix hijacking and if this should not be successful uses path spoofing.
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Fig. 5. Mean and standard deviation of AS security metrics (robustness) without countermeasures

with the parameter e = (0, ..., 0).
BGP-based path selection in a scale free topology naturally results in few ASes with
high node degree being responsible for carrying the traffic of a much larger portion
of ASes with low out-degree. Subsequently, we counted the number of (legitimate)
inter-domain paths leading through each AS and formed groups of ASes with the
same number of paths leading through them.
Figure 5 shows scatter plot of the mean AS robustness metric of each AS con-
tained in the used AS topology if attackers are able to hijack sub-prefixes, hijack
prefixes, and spoof paths. Each dot on the plot represents an AS. The horizontal
axis measures the normalized number of paths leading through an AS. We applied
a log scaling of the horizontal axis in order to improve visibility. The vertical axis
measures the security of an AS with respect to the different types of attack under
consideration. The smaller plot inside the scatter plot depicts the standard devi-
ation of the AS robustness values within each group of ASes that have the same
number of paths leading through them.
The conclusions drawn from the depicted results are the same for the semi-robustness
metric; we therefore restricted the presentation of results to the robustness metric.
The measurement results for the combined attack mode (prefix hijacking and path
spoofing) coincides with the results for prefix hijacking since prefix hijacking is al-
ways more effective than path spoofing in the absence of countermeasures.
The plots show that when using our definition of robustness the Internet should be
far more vulnerable to sub-prefix hijacking than to prefix hijacking. Prefix hijack-
ing, in turn, is far more virulent than path spoofing. The plots also indicate that
there is a significant positive correlation between the number of inter-domain paths
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(a) (b)

Fig. 6. Mean robustness for ascending (a) and descending (b) deployment of ingress detection

leading through ASes and their vulnerability to routing attacks. Thus, the security
level of an AS with more inter-domain paths going through it tends to be lower for
all kinds of considered attacks. The standard deviation of the AS robustness values
for sub-prefix hijacking are low compared to the ones for prefix hijacking and path
spoofing. This indicates that the mentioned relationship between vulnerability and
position within the AS topology is more significant for sub-prefix hijacking than for
prefix hijacking and path spoofing. The plots of the standard deviations across the
different AS groups show that the security metrics are less scattered in groups with
more transit paths. The standard deviation of the stub ASes’ security metric is
particularly high indicating that there are significant differences among their levels
of vulnerability.

5.2 The Effects of Ingress Detection

To measure the effect of the deployment of ingress detection in the AS topology,
we aggregated the AS security metrics by computing the average over all ASes (in-
cluding the non-adopters). The aggregate metric therefore serves as a metric for
the resilience against routing attacks of the whole network. Figure 6 shows how the
mean AS security metrics based on path robustness evolve for all four considered
attack modes if ingress detection is deployed in an increasing number of ASes.
Whereas Figure 6a shows the measurement results obtained if deployment is per-
formed in ascending order of the number of inter-domain paths leading through the
ASes, Figure 6b shows the results obtained for the opposite deployment order, i.e.
descending deployment. Figure 6a indicates that the mean AS security metrics for
path robustness significantly increase only if more than 99% of the AS population
deploy ingress detection. Furthermore, the metrics hardly move until about half of
the ASes take part in the effort. Therefore we can conclude that stub ASes con-
tribute almost nothing to the overall robustness of the Internet if they alone deploy
ingress detection.
From Figures 6a and 6b one can observe that if the security protocol is deployed
in ascending order, the marginal mean AS security metric increases at a lower rate
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(a) (b)

Fig. 7. Mean semi-robustness for ascending (a) and descending (b) deployment of ingress detection

in the beginning and at a higher rate toward the end compared to the case where
deployment takes place in the opposite order (descending deployment). The major
transit ASes therefore have a crucial influence on the overall routing security in
the AS topology. Without their participation hardly any additional inter-domain
path can be made robust against routing attacks. If they deploy ingress detection
right at the beginning, they pave the way for a faster increase of the mean path
robustness metric as the ASes with fewer or no transit paths leading through them
join.
If semi-robustness is measured instead of complete robustness, the mean security
metrics evolve differently. Figure 7 depicts the development of the mean security
metric based on semi-robustness. Comparing Figures 6b and 7b one can see that
if the ASes deploy ingress detection in descending order, the mean security metrics
for semi-robustness and complete robustness almost coincide.6 Therefore the num-
ber of paths which are semi-robust but not robust at the same time is very small
during the whole deployment process. If the deployment order is reversed, how-
ever, this number becomes much greater. The explanation for this observation can
be found in the fact that semi-robustness is a weaker security requirement. More
importantly, it shows that if the aim is to only enhance the overall semi-robustness
of the Internet, the order of deployment plays a much less significant role. If, in
contrast, complete robustness is required, descending deployment is clearly superior
to ascending deployment for all considered types of routing attack.
We have already noted that the importance of the deployment order is less sig-
nificant if we consider semi-robustness instead of complete robustness. This can
be attributed to the fact that a path can be made semi-robust against prefix hi-
jacking if ingress detection is deployed at both ends of the path whereas complete
robustness in the worst case requires deployment of security filters along the entire
inter-domain path. However, this does not explain why the mean semi-robustness
metric in Figure 7a tends to be higher than the one in Figure 7b. Apparently,
the ASes with fewer legitimate paths leading through them contribute more to the
increase of the mean AS semi-robustness than the major transit ASes. If one con-

6In fact, the former is always slightly greater than the latter.
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(a) (b)

Fig. 8. Comparison of the robustness of stub (a) and transit ASes (b)

siders the initial distribution of security levels described in Section 5.1, the reason
for this effect can be explained by the relatively low baseline vulnerability of transit
ASes. Since many of their inter-domain paths are robust (or at least semi-robust)
even in case no countermeasures are deployed in the network, they can gain lit-
tle additional security. Those ASes accommodating fewer or no transit paths gain
more on average if more ASes deploy ingress detection. Since the fundamental
distribution of vulnerability has the same properties both for semi-robustness and
complete robustness, the explanation given above applies even more generally. The
reason that the effect cannot be observed in Figure 6a is that transit ASes play
such an important role for providing (complete) robustness of inter-domain paths.
Thus transit ASes prevent the stub ASes from realizing robustness gains as long as
they have not deployed ingress detection.
Another interesting observation from the comparison of the data is that the mean
semi-robustness against sub-prefix and prefix hijacking increases particularly quickly
if deployment takes place in increasing order. This result can be explained by the
fact that assuring semi-robustness against sub-prefix and prefix hijacking only re-
quires the deployment of ingress detection at both ends of the legitimate path.
However, if the attacker is able to path spoof, this might not be enough. In this
case the structural position of the path within the topology remains an important
factor in determining the degree of semi-robustness. For example, if the infiltrated
AS (i) spoofs a link to one of the neighbors of the destination AS that has not
deployed ingress detection and (ii) the spoofed path is not longer than the legit-
imate one, the path is not considered semi-robust according to our threat model.
Thus, resilience against path spoofing in terms of semi-robustness often requires
the deployment of ingress detection in intermediate ASes.
Our next step was to divide the set of ASes into stub and transit ASes and compute
the mean AS security metric of both groups separately. We did so in order to find
out more about the mutual dependencies of the two groups.
Figure 8 depicts the mean security metrics of stub and transit ASes based on com-
plete robustness (Figure 8) and on semi-robustness (Figure 9) given the respective
group is the first to deploy ingress detection. The gap between the last measure-
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(a) (b)

Fig. 9. Comparison of the semi-robustness of stub (a) and transit ASes (b)

ment point in these diagrams and complete robustness (i.e. a mean AS security
metric of 1) represents the robustness increase of the observed group that would be
achieved if the other group also adopted ingress detection. In economic terms, the
effect of the action of one entity on the utility of another entity that has no influence
on the effect itself is called externality. Borrowing from the economics literature
we therefore denote this effect security externality. The comparison of Figures 8a
and b reveals that stub ASes can achieve almost no increase of their mean security
metric without the adoption of transit ASes whereas the transit ASes can achieve
a significant increase without the adoption of the stub ASes. Accordingly, stub
ASes in terms of complete robustness depend more strongly on the adoption of the
transit ASes than vice versa.
Figure 9 shows the development of the mean security metric of the two groups if
the weaker security requirement semi-robustness is the objective. Figures 9a and
b indicate that the asymmetry of dependencies is less significant compared to the
case where complete robustness of the paths is required. We have noted earlier that
the deployment of ingress detection in intermediate ASes is often not required in
order to make a path semi-robust. Hence, the stub ASes can secure a significant
fraction of the paths connecting them to each other without the participation of
transit ASes in this case.
All mean security metrics depicted in Figures 8 and 9 are higher for the group of
transit ASes. This is because the more inter-domain paths lead through an AS,
the more secure it usually a priori. Since stub ASes are present on the minimum
number of paths, namely just the n − 1 paths connecting each of them with all
other ASes in the Internet, their average security metric is lower than the one of
the remaining ASes on average.

5.3 The Effects of Egress Detection

The development of the mean AS security metric changes substantially if egress
instead of ingress detection is deployed in the topology.
Figure 10 shows how the this metric evolves as egress detection is sequentially
deployed in ascending and descending order. In both deployment modes the mean
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(a) (b)

Fig. 10. Mean robustness for ascending (a) and descending (b) deployment of egress detection

(a) (b)

Fig. 11. Comparison of the mean robustness of stub (a) and transit ASes (b)

robustness increases with each adopting AS. According to our model, deploying
egress detection in an AS is equivalent to eliminating this AS as a potential threat
for the inter-domain paths linking together other ASes. Therefore the linear shape
of the curves depicted in Figure 10 indicates that each AS can be used to conduct
successful attacks on at least some portion of the paths. Comparing Figures 10a
and 10b more closely, we see that, although the metrics increase in an almost linear
way in both deployment modes, securing the transit ASes first causes the metric
for prefix hijacking and path spoofing to rise more quickly in the beginning. This
shows that attacks launched from core ASes can be expected to have more severe
consequences in terms of the number of inter-domain paths affected, at least as far
as those two types of attacks are concerned.
Comparing the plots in Figure 10 with the ones obtained for ingress detection
(Figure 6), we observe that switching the deployment mode has much more severe
consequences for the development of the mean security metrics in the case of ingress
detection. Furthermore we find that irrespective of the deployment order, the egress
detection approach dominates the ingress detection approaching terms of overall
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robustness achieved: For all analyzed configurations of the input vector e (except
zero and full adoption) it is greater.
Since the results for semi-robustness do not differ from the mean security metric
evolves, we omitted their graphical presentation. The explanation for this similarity
is straightforward given the premises of our simulation: Deploying egress detection
in an AS causes the potential adverse influence of the AS on legitimate paths in
the topology to vanish completely. Thus, the difference between robustness and
semi-robustness does not have any influence on the way the mean security metric
evolves.7

Figure 11 shows the development of the mean security metric based on complete
robustness of the groups of stub and transit ASes separately. The plots reveal that
the security externalities we have already observed in the ingress detection case
also exist in the egress detection case. However, the dependency of the stub on the
transit ASes as compared to ingress detection is far less significant. The stub ASes
can significantly improve their own security by adopting egress detection whereas
they can achieve almost no additional security if they deploy ingress detection.

6. SUMMARY AND DISCUSSION

This paper makes several contributions to the discussion of how tomorrow’s Inter-
net infrastructure can be protected against routing attacks. These contributions
can be summarized as follows:
First and most importantly, taking a step back by questioning the approach that
takes ingress detection for granted has brought us to the definition and motivation
of an alternative approach, namely egress detection. Egress detection requires less
communication overhead and fewer standardization effort compared to ingress de-
tection and therefore represents a much less complex and possibly less expensive
solution. On the other hand, egress detection does not allow for securing specific
paths.
In order to quantify the effects ingress and egress detection have we adapted a
simulation model that was introduced by Chan et al. [2]. Although the security
measurement methodology used in our paper is based on the same principle, the
threat model we have used aims at measuring the effect of typical ’brute force’
attacks on the Internet as a whole instead of focusing on selective eavesdropping
attacks. Moreover, our threat model makes less stringent assumptions than the one
presented by Chan et al. [2].8

The implementation of our model is capable of showing the effects of sub-prefix
hijacking, prefix hijacking and path spoofing attacks separately. This way we have
been able to show that if no countermeasures are used the inter-domain routing

7The only difference between the robustness and semi-robustness plots is that the semi-robustness
curve possesses a higher intercept. This can again be explained by the fact that semi-robustness is

the weaker requirement. We have seen earlier that there are a few more paths that are semi-robust

than there are robust paths given no countermeasures are deployed.
8Chan et al. [2] use an AS security metric based on the assumption that all inter-domain paths

leading through an AS are relevant for that AS, whereas we only consider the n-1 paths that

connect that AS with all other ASes in the topology. They also introduce a weighting factor that
represents the importance of inter-domain paths based on an estimate of for traffic load whereas

we treat all paths equally.
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infrastructure is significantly more vulnerable to prefix hijacking than it is to path
spoofing attacks and that sub-prefix hijacking in turn is significantly more harmful
than prefix-hijacking.
We have defined two different security metrics based on different robustness require-
ments (robustness and semi-robustness of inter-domain paths). This constitutes a
mentionable contribution given that earlier work on routing security (in particular
Chan et al. [2]) did not consider this difference.
Unlike earlier research we do not consider any AS taxonomy such as the one offered
by CAIDA that distinguishes ’large ISPs’, ’small ISPs’, ’customer networks’, and
other types of ASes [7]. Instead of investigating the impact of lets say the deploy-
ment of ingress detection in all ’large ISPs’, we use a more general and at the same
time more exact feature to distinguish the ASes forming part of the analyzed AS
topology, namely the number of inter-domain paths leading through an AS. Apart
from being able to rank transit AS more precisely, the applied method allows us to
partition the set of ASes into transit and stub ASes. The measurement results pre-
sented in Section 5 reveal that the vulnerability of the different ASes is correlated
with the number of inter-domain paths leading through them and therefore also
depends on the roles the ASes play in provisioning connectivity. Furthermore, our
results suggest that stub ASes are generally more vulnerable to routing attacks than
transit ASes. Translated into CAIDA’s taxonomy this means that large ISP’s are
less vulnerable to routing attacks than customer networks such as content providers
and they play a more important role in providing routing security.
We have shown experimentally how ingress and egress detection differ with respect
to how efficiently they increase routing security in the Internet. From the per-
spective of a hypothetical Internet regulator who strives to secure the inter-domain
routing infrastructure in an cost-efficient way, egress detection would clearly be the
preferred option: No matter where deployment of the security mechanism begins
and how it proceeds, the overall security metric of the Internet increases at an
approximately linear pace with the number of adopting ASes. We have also discov-
ered that deploying ingress and egress detection in increasing and decreasing order
of the number of paths leading through ASes is an effective way to reveal existing
dependencies among them. By separating the set of ASes in the sample topology
into stub and transit ASes, we have directly shown the existence of security exter-
nalities: The action of deploying either countermeasure in one AS has a positive
effect on the security metric of other ASes. If ingress detection is used, security
benefits are restricted to the set of adopters while they spill over from adopters
to non-adopters if egress detection is used. We thus have identified two different
kinds of externality, namely network externalities in the case of ingress detection
and pure externalities in the case of egress detection.
The results of our experimental analysis suggest that security externalities are more
or less asymmetric depending on the countermeasure used (ingress or egress detec-
tion), how security is measured (requiring semi-robustness or complete robustness)
and the kind of ASes that the countermeasure is deployed in. If ingress detection is
used, stub ASes can achieve no significant increase of their path robustness levels
without the help of transit ASes whereas transit ASes are much less dependent on
the stub ASes. However, this asymmetry does not exist if semi-robustness instead
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Property Ingress Detection Egress Detection

type of externality positive network positive pure

mean (semi-)robustness metric convex linear

asymmetric dependency stub ASes depend on transit ASes none

sub-net (semi-)robustness practical impractical

efficiency less efficient more efficient

Table II. Comparison of ingress and egress detection

of complete robustness is being measured. Therefore we argue that a more ex-
plicit definition of the security goal is needed as the objective regarding robustness
requirements may influence adoption incentives. Do we only want to make sure
that traffic cannot be hijacked by the attacker (then semi-robustness would be a
sufficient security requirement), or do we want to maintain the legitimate paths in
any event (then complete robustness would be required)? Provided that targeted
routing attacks with the goal of eavesdropping on Internet traffic is highly unlikely
in practice, semi-robustness may be a sufficient security target.
Another important result of the experiments is that using egress detection as a coun-
termeasure more overall security can be achieved by fewer adopters, i.e. that the
egress detection approach dominates the ingress detection approach with respect to
efficiency. However, egress detection has the downside that neither robustness nor
semi-robustness of particular paths can be guaranteed if it is only deployed in the
ASes on these paths.9 Thus, complete robustness of a subset of the inter-domain
paths can only be effectively achieved by the use of ingress detection. We call this
property sub-net (semi-)robustness.
We have summarized our findings concerning the comparison of ingress and egress
detection in Table II.

7. CONCLUSIONS AND FUTURE WORK

Inter-domain routing security has been on the agenda of the networking community
for a number of years. Although an impressive number of proposals for security
patches lie on the table, there has still not been any substantial progress with re-
spect their adoption. All comprehensive security solutions put forward to make
the Internet’s infrastructure more robust to routing attacks suffer from high adop-
tion barriers due to technical issues such as protocol standardization and router
overhead. As our research shows these problems are amplified by strong network
effects. Based on our results we predict that ingress detection schemes would have
to be deployed by a significant number of AS operators in order to reliably prevent
serious outages in the event of routing attacks. Furthermore, our analysis has re-
vealed strong asymmetries in the dependency relationship of the ASes at the top
of the Internet hierarchy and the ones at the bottom: Stub ASes for instance are
more dependent on transit ASes to deploy ingress detection than vice versa. This
dependency is very relevant since the major transit ASes have little incentive to
take part in the security effort given the fact that their own paths are relatively
safe. Following the ingress detection approach may thus lead to a situation where
adoption is prevented due to strategic reasoning on both sides.

9This statement has to be seen within the bounds of our model, of course. In reality inter-domain

routing can be a highly dynamic process and therefore the guaranteed robustness of a particular
end-to-end connection may require adoption of ingress detection by a different set of ASes over

the course of time.
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Egress detection could represent an alternative security approach. It is less de-
manding in terms of overhead and standardization efforts since it only requires local
security efforts and is more flexible regarding the implementation of the required
mechanisms. According to our results, deployment of egress detection in a given
subset of ASes provides more routing security on average than the deployment of
ingress detection. Finally, since many routing attacks occur rather by chance than
by will, egress detection is an inexpensive alternative to ingress detection when
it comes to preventing unintended misconfiguration. However, egress detection is
no solution for making particular inter-domain paths more robust. Furthermore,
egress detection suffers from pure externalities and thus adoption is not individually
incentive-compatible.
Although we have outlined the general functionality of egress detection, a thor-
ough technical analysis should be carried out in order to evaluate its feasibility,
both technically and politically. One could also imagine to mix both approaches,
i.e. to deploy ingress and egress detection in parallel, in order to further optimize
robustness for a given set of adopters. From a technological viewpoint it would
be interesting to see what additional infrastructure is needed to implement egress
detection on top of ingress detection and vice versa.
Routing attacks certainly are no purely BGP-specific threat. They should be in-
cluded into security considerations regarding all networked systems. Recent re-
search in related areas like sensor networks show interesting parallels [5].
What makes BGP security and reliability particularly interesting is the inherent
connection of network security and economics. Some of the results we obtained
can actually be used as a foundation of economic argumentation and provide deci-
sion support for policy makers. We have seen that, depending on the technological
approach of increasing the robustness of inter-domain routing, different types of
externalities come into existence. This in turn leads to different economic incen-
tives and corresponding instruments to overcome the economic adoption barriers. A
promising research avenue would therefore be to further investigate the interdepen-
dency between technological features of BGP security schemes, economic incentives
and appropriate policies.
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